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Abstract
We are currently experiencing an exceptional growth of visual data, for example, millions
of photos are shared daily on social-networks. Image understanding methods aim to facilitate access to this visual data in a semantically meaningful manner. In this dissertation,
we define several detailed goals which are of interest for the image understanding tasks
of image classification and retrieval, which we address in three main chapters.
First, we aim to exploit the multi-modal nature of many databases, wherein documents
consists of images with a form of textual description. In order to do so we define similarities between the visual content of one document and the textual description of another
document. These similarities are computed in two steps, first we find the visually similar neighbors in the multi-modal database, and then use the textual descriptions of these
neighbors to define a similarity to the textual description of any document.
Second, we introduce a series of structured image classification models, which explicitly
encode pairwise label interactions. These models are more expressive than independent
label predictors, and lead to more accurate predictions. Especially in an interactive prediction scenario where a user provides the value of some of the image labels. Such an
interactive scenario offers an interesting trade-off between accuracy and manual labeling
effort. We explore structured models for multi-label image classification, for attributebased image classification, and for optimizing for specific ranking measures.
Finally, we explore k-nearest neighbors and nearest-class mean classifiers for large-scale
image classification. We propose efficient metric learning methods to improve classification performance, and use these methods to learn on a data set of more than one million
training images from one thousand classes. Since both classification methods allow for
the incorporation of classes not seen during training at near-zero cost, we study their generalization performances. We show that the nearest-class mean classification method can
generalize from one thousand to ten thousand classes at negligible cost, and still perform
competitively with the state-of-the-art.

Keywords
Image classification Image retrieval Structured prediction Zero-shot learning
Interactive label prediction Metric learning Large-scale classification.

Résumé
Nous assistons actuellement à une explosion de la quantité des données visuelles. Par
exemple, plusieurs millions de photos sont partagées quotidiennement sur les réseaux
sociaux. Les méthodes d’interprétation d’images vise à faciliter l’accès à ces données visuelles, d’une manière sémantiquement compréhensible. Dans ce manuscrit, nous définissons certains buts détaillés qui sont intéressants pour les taches d’interprétation d’images,
telles que la classification ou la recherche d’images, que nous considérons dans les trois
chapitres principaux.
Tout d’abord, nous visons l’exploitation de la nature multimodale de nombreuses bases
de données, pour lesquelles les documents sont composés d’images et de descriptions
textuelles. Dans ce but, nous définissons des similarités entre le contenu visuel d’un document, et la description textuelle d’un autre document. Ces similarités sont calculées en
deux étapes, tout d’abord nous trouvons les voisins visuellement similaires dans la base
multimodale, puis nous utilisons les descriptions textuelles de ces voisins afin de définir
une similarité avec la description textuelle de n’importe quel document.
Ensuite, nous présentons une série de modèles structurés pour la classification d’images,
qui encodent explicitement les interactions binaires entre les étiquettes (ou labels). Ces
modèles sont plus expressifs que des prédicateurs d’étiquette indépendants, et aboutissent
à des prédictions plus fiables, en particulier dans un scenario de prédiction interactive, où
les utilisateurs fournissent les valeurs de certaines des étiquettes d’images. Un scenario
interactif comme celui-ci offre un compromis intéressant entre la précision, et l’effort
d’annotation manuelle requis. Nous explorons les modèles structurés pour la classification
multi-étiquette d’images, pour la classification d’image basée sur les attributs, et pour
l’optimisation de certaines mesures de rang spécifiques.
Enfin, nous explorons les classifieurs par k plus proches voisins, et les classifieurs par
plus proche moyenne, pour la classification d’images à grande échelle. Nous proposons
des méthodes d’apprentissage de métrique efficaces pour améliorer les performances de
classification, et appliquons ces méthodes à une base de plus d’un million d’images d’apprentissage, et d’un millier de classes. Comme les deux méthodes de classification permettent d’incorporer des classes non vues pendant l’apprentissage à un coût presque nul,
nous avons également étudié leur performance pour la généralisation. Nous montrons que
la classification par plus proche moyenne généralise à partir d’un millier de classes, sur
dix mille classes à un coût négligeable, et les performances obtenus sont comparables à
l’état de l’art.
Mot clefs : Classification d’image recherche d’image prédiction de structure apprentissage sans exemple
prédiction interactive d’étiquette
apprentissage de métriques classification à grande échelle.
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1
Introduction

“Data! data! data!” he cried impatiently.
“I can’t make bricks without clay.”
— Sherlock Holmes, 1892

The Adventure of the Copper Beeches
Sir Arthur Conan Doyle
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1. I NTRODUCTION

Photos and videos are taken, shared, watched and searched constantly, this is a result of
readily available high-quality image capturing devices, such as digital cameras and mobile phones, combined with the social acceptance of social-networks and photo-sharing
websites. The omnipresence of photos and videos on the internet becomes clear when
considering the following:
• The photo-sharing website Flickr hosts over 6 billion photos.

• Users upload 300 million photos per day to the social-network site Facebook.

• The video website Youtube shows over 3 billion hours of videos every month.

• Each week more than 400 hours of programs are converted by the British Broadcasting Corporation (BBC) for their internet service iPlayer.
Not only have those internet based services seen an explosion of digital imagery, but also
the size of personal photo-collections is increasing. Gartner estimates that due to camera
equipped smartphones and tablets, the average storage need per household will grow to
over 3 terabytes by 2016.
This visual data is often accompanied by a form of description or meta-data. These
descriptions range from automatically generated information, like EXIF-data or GPSlocations, to rich, high-level annotations provided by users, like captions, tags, or faceannotations. Some visual data is even embedded in a hierarchy of knowledge, such as
images appearing on Wikipedia, or embedded in a social-network, like Facebook.
Image understanding methods can unlock value in visual data by allowing photos and
videos to be findable, searchable, explorable and usable, in a user-oriented and semantically meaningful way based on their visual content. The combination of the described
visual data, its additional meta-data, and advances in machine learning, has the potential
to lead to new paradigms in image understanding. The methods should generalize over
the intrinsic variations in appearances of scenes, objects and people, due to differences in
pose, changes in illumination, and object occlusion.
To illustrate the possibilities, we list a few applications using image understanding. First,
in robotics, automatic recognition of objects could be used to assign the robot the task
of grasping a specific object from a table, while moving around the furniture in the
room. Second, in video retrieval, automatic action recognition would allow specific movie
scenes to be found based on the actions performed by the actors. Third, in photo book
creation, a user could be assisted in composing a photo book from a collection of photos,
taking into account the diversity, memorability and aesthetic quality of the photos.
The given examples of applications and the explosion of visual data, illustrate our interest
of understanding imagery, on a large-scale for web services, and on a smaller-scale to
help users by organizing their personal photo collections. In this dissertation we focus on
image understanding, and more specifically the subject matter is supervised learning of
statistical models for image classification and retrieval.

1.1. C ONTEXT
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Figure 1.1 The announcement of the “The summer vision project” by Seymour Papert,
at MIT in 1966. The goal of the project was to develop, over the course of a summer, a
visual recognition system. The system should have been able to segment an image into
objects and background, and to identify objects from a dictionary of known objects.

1.1

Context

In the early days of artificial intelligence, it was believed that solving the computer vision
problem would be relatively straightforward. This is illustrated by the “The summer vision
project”, announced by Seymour Papert, at MIT in 1966, see Figure 1.1. The goal of
the project was to build a significant part of the visual system by a cohort of students,
and more specifically to map the camera input to a description in terms of objects and
background. This artificial vision system could be used as an input for high-level cognitive
tasks such as reasoning and planning. It was thus required to mimic human intelligence
or as a component for intelligent robots.
From then on, vision and image understanding have been studied from different perspectives. For example, from the field of cognitive psychology, aiming at understanding human perception, from the field of physics, focusing on modeling physical properties of
light emission and surface reflections in images, and from the field of computer science,
striving for automatic systems for various vision tasks, like 3D reconstruction and object recognition. The binding factor of these research interests is the use of computers to
model and test different theories and methods.
A few decades later we can only conclude that complete understanding of the humanvisual system is still elusive, although we know some of its principles. Also that the
automatic image understanding of a two years old child remains an unreachable goal

4

Loved the colour of the sky and water against
the dark tree reflections.

1. I NTRODUCTION

A long way to go to the top. . . Just above my
house, close to Grenoble, in front of Belledonne mountains.

Figure 1.2 Examples of image captions generated by humans for two images from the
Stony Brooks University Captioned Photo Dataset, which contains images and captions
obtained from Flickr (Ordonez et al., 2011).

in computer vision research (Szeliski, 2011). Albeit, there are also quite a few success
stories, e.g. optical character recognition (OCR), face detection in consumer cameras, and
multi-camera 3D scene reconstruction.
The difficulty is partly explained by the fact that scene understanding and object recognition are inverse problems, in which we try to recover an understanding of the world given
a single or multiple images. It is surprising that humans do this so effortlessly with a very
high accuracy, despite the complexity of the task. The visual world in its full complexity
is difficult to model, because of the enormous amount of different concepts, the infinite
possibilities to project a 3-dimensional scene onto a 2-dimensional image plane, and due
to complex scenes with different levels of occlusions and different lighting conditions.
Furthermore, there exist a high intrinsic variability in the appearances of objects of the
same class. This is even strengthened by visual ambiguity, when two different concepts
have a similar appearance, and also by semantical ambiguity, when a single concept has
multiple meanings.
Statistical methods allow for the learning of the parameters of a model from large-scale
data sets. Once estimated, these models allow for making predictions for previously unseen images. Learning the parameters of these models requires a training set of supervised
examples. For image classification these examples could consist of images together with a
class label. In addition, an image representation is required, which should be rich enough
to encode the relevant visual information of an image. Which visual information is relevant depends by a large amount on the task at hand. We review image representations
used for image classification and retrieval in Chapter 2.

1.2. G OALS

1.2

5

Goals

In this dissertation we address the problem of the understanding of visual content in a
semantically meaningful way. The ultimate goal would be to create a system which can
generate a human-like description of an image, describing its scene, the objects, and the
relations between the objects, see Figure 1.2 for two examples of images with descriptive
captions. Ideally, the content of the image should also be placed in context with the nonvisible content, e.g. the distance relation between the mountain and the city Grenoble, in
the right image of Figure 1.2, is not visible in the image. Such a system should be able
to relate the low-level image representation to a high-level interpretation of the image by
a description of its composition. The lack of coincidence between the low-level features
and the high-level interpretation is known as the semantical gap (Smeulders et al., 2000).
In this dissertation we specifically focus on supervised learning of statistical models for
image classification and retrieval. Both of these tasks aim to relate low-level image features to a semantical similarity with a class label, or with another image, taking advantage
of a data set with labeled examples. We briefly define these tasks below.
Image classification The goal of image classification is to predict the relevance of one
or more semantic concepts from a given vocabulary. We distinguish between multiclass classification, where images are associated with a single label, and multi-label
classification, where an image can be related to more than one label. The diversity
of concepts used for image classification tasks is illustrated in Figure 1.3. Multilabel image classification is also known as image annotation or image labeling.
Image retrieval The goal of image retrieval is to find the most relevant images in a data
set given a query. There are two common paradigms used in image retrieval: in
query-by-text the query consists of one or more keywords, while for query-byexample the query is an example image, see Figure 1.4 for two example queries.
These two image understanding tasks are intimately related. On the one hand, the relevant
terms assigned to an image by an image classification system could be used in a queryby-text image retrieval system. On the other hand, image classification could be seen as
a query-by-example task, where the query image is labeled with the concepts of its visual
nearest neighbors.
In this dissertation we address five specific goals to improve techniques for these two
image understanding tasks.
1. Exploiting multi-modal data The availability of large scale multi-modal visual
databases, which consist of, for example, images along with textual descriptions,
or videos along with subtitles, indicates the need for techniques that effectively
combine the different modalities present in these documents. The great potential

6
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Park bench — A bench in
a public park

Mortar — A bowl-shaped
vessel in which substances
can be ground and mixed
with a pestle

Carousel — A large, rotating machine with seats for
children to ride or amusement

Brace — Elastic straps
that hold trousers up (usually used in the plural)

Building Sights; Citylife;
No
Visual
Season;
Outdoor; Sky; Night; Architecture; Street; Church;
Visual Arts;
Natural;
Technical; Cute.

Summer; Outdoor; Plants;
Trees; Day; Sunny; Neutral Illumination; Partly
Blurred; Small Group;
Vehicle; Car; Teenager;
Adult; Old person.

No Visual Season; No
Visual Place; No Visual
Time; Neutral Illumination; No Blur; No Persons;
Food; Painting; Artificial;
Natural; Cute.

Family Friends; Citylife;
Sports; No Visual Season;
Outdoor; Day; Sunny; Big
Group; Vehicle; Overall
Quality; Visual Arts; Cute;
Skateboard; Teenager.

Figure 1.3 Illustrating the diversity of used concepts in image classification, showing
example images from the (top-row) ImageNet ILSVRC’10 data set (Berg et al., 2010),
together with the relevant class name and class description from a set of 1,000 different classes, and (bottom-row) ImageClef VCDT’10 data set (Nowak and Huiskes, 2010)
together with some of the relevant concepts from a set of 93 labels.

of exploiting the relation between the different modalities can be understood by
viewing the different modalities in a document as forms of mutual, albeit noisy,
supervision. Ideally, these techniques allow the exploitation of the multi-modal
nature of a training set, even though at test time only a single modality might be
available.

2. Modeling the structure of the output
Many image classification methods do
not explicitly model dependencies among the class labels, although often the class
labels are (implicitly) embedded in a structure. For example, animal names could
be represented by the taxonomy of Linnaeus, or the presence of a certain object
may promote the presence of another class that is positively correlated.
Similarly, the performance measure used to evaluate a system often implies a certain structure. For example, the popular error measure of average precision is computed over the list of images ranked according to their relevance for a specific label,
where the rank of irrelevant images determines the weight of the incurred penalty.
Ideally, both the structure in the output labels, as well as the structure implied by
the performance measure should be taken into account during learning.

7
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Q UERY

T OP R ANKED R ETRIEVED I MAGES

Paris

Figure 1.4 Examples of image retrieval systems, (top row), showing top ranked results
from Google’s image search using the textual query “Paris”, and (bottom row) showing
top ranked results from the similar image retrieval system BigImbaz1 , using the query
image shown on the left.
3. Leverage user interaction
User interaction at test time offers an interesting
way to enhance the performance of classification algorithms. That users are willing
to provide some level of additional information with their images, becomes clear
from the popularity of face-naming and geo-tagging of photos on Facebook and
in Google’s Picasa, to name a few. The amount of human interaction provides an
interesting trade-off between accuracy of predictions, and the amount of documents
labeled within a specific period of time.
4. Classifying unseen classes
Real-world data sets are often open ended, where
images from new classes are frequently added to the data set. The challenge is to
create a classification system which can classify images from classes not seen during training. We explore two popular strategies which enable classification of unseen classes. First, attribute based-classification, which uses predictions of general
attributes learned on a training set and an attribute-to-class specification to classify
an image into an unseen class. Second, distance based classifiers, such as k-NN,
can immediately incorporate new labeled images to determine the closest samples
from the data set for a test image.
5. Scaling to large data sets The current availability of large scale data sets, such
as the ImageNet data set which currently contains 14M images from 21K classes,
indicates the need for efficient methods to learn classifiers. Ideally, we would like
our learning algorithm to be efficient in several aspects: the computational cost of
training and testing, the storage need for the image representations, the number of
training images required for generalization, and the human involvement, e.g. for the
ground-truth labeling of training images.
1

Demo available at http://bigimbaz.inrialpes.fr/
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1. I NTRODUCTION

Contributions

The goals of this dissertation are structured into three main chapters. Here, we briefly
describe the main contributions of each chapters presented in this manuscript.
Chapter 3 In this chapter, we consider image retrieval and multi-label image classification using multi-modal data sets, containing images with keywords and captions. In
retrieval systems, a successful approach to exploit the multi-modality is by using transmedia relevance feedback models, which given a query image, uses the textual descriptions
of the visual nearest neighbors of the query image, as extended textual query. We introduce a parametrization to learn the settings of these transmedia relevance models from
training data, for image retrieval. Also, we extend TagProp (Guillaumin et al., 2009a)
to exploit these transmedia relevance distances for multi-label image classification. The
work in this chapter was partly published in (Mensink et al., 2010b).
Chapter 4 In this chapter, we consider the tasks of image annotation and attribute-based
image classification. For these tasks we introduce a series of structured models to exploit
the correlation between class labels, and to leverage user interaction.
We use tree-structured graphical models to model the dependencies among the image
labels and attributes. The main advantage of these models is that they benefit more from
user interaction, compared to independent classifiers.
We also consider the learning of models more specific to ranking measures used for
evaluation. Unfortunately, the optimization of several ranking-based performance measures, is intimately related to the NP-hard quadratic assignment problem. We identify a
polynomially-solvable subclass, based on c-star structured models that still enables the
modeling of a substantial number of pairwise label interactions.
This work was published in (Mensink et al., 2011a, 2012b), and in (Mensink et al., 2011b).
Chapter 5 In this chapter, we consider k-nearest neighbors and nearest class mean classifiers for large-scale image classification. While these methods allow the generalization
to unseen classes, they tend to have an unsatisfactory performance when using the Euclidean distance. Therefore, we propose several methods to learn distance metrics, which
are shared across all classes, and perform well on unseen classes. The proposed methods are efficient and allow for learning on the ILSVRC’10 data set, which contains over
1.2M images of 1,000 classes, while using image representations of 64K dimensions.
This work was published in (Mensink et al., 2012a), and extended in (Mensink et al.,
Submitted2012).
Before presenting our contributions in Chapter 3, 4 and 5, we first review image representations and machine learning techniques used for image classification and retrieval in
Chapter 2. Finally we present our conclusions and discussions in Chapter 6.

2
Image Representations and
Image Classification Methods

“There is something about Munch’s ‘The Scream’ or Constable’s ‘Wivenoe Park’ that
no words can convey. It has to be seen. The same holds for of a picture of the Kalahari
Desert, a dividing cell, or the facial expression of an actor playing King Lear. It is beyond
words. Try to imagine an editor taking in pictures without seeing them or a radiologist
deciding on a verbal description. Pictures have to be seen and searched as pictures: by
objects, by style, by purpose.”, Smeulders, Worring, Santini, Gupta, and Jain (2000).

10

2. I MAGE R EPRESENTATIONS AND I MAGE C LASSIFICATION M ETHODS

Contents
2.1

2.2

Image representations for classification and retrieval

10

2.1.1

Bag-of-Visual-Words

10

2.1.2

Fisher Vector

17

2.1.3

Comparison of image representations

25

Image classification methods

27

2.2.1

Linear classification and extensions

27

2.2.2

Non-parametric nearest neighbor classification

35

2.2.3

Benchmark: SVM versus TagProp

38

In this chapter we discuss image representations and machine learning techniques for
image classification and retrieval. While this chapter does not consist of core contributions
of this thesis, it provides the necessary background in image representations and machine
learning concepts used in the subsequent chapters.

2.1

Image representations for classification and retrieval

In this section we discuss image representations used for image classification and image
retrieval, with a special emphasis on the Bag-of-Visual-Words (BoV) representation (Sivic
and Zisserman, 2003; Csurka et al., 2004) and the Fisher Vector (FV) representation (Perronnin and Dance, 2007; Perronnin et al., 2010b). While image representations are task
specific, we focus on these representations as they are efficient and have shown to be
among the state-of-the-art representations used for image classification and retrieval since
their introduction. They also have proved to be rather generic and were applied in various
other image understanding tasks, using a large variety of image classes and types. Even
though we limit ourselves by discussing only the BoV and FV approaches the overview
given below is far from complete. Due to the success of these approaches and the sheer
amount of papers describing new features, modifications and improvements, it is almost
impossible to present an exhaustive overview. We therefore focus on a general overview
and highlight the most relevant related work for the rest of the manuscript.

2.1.1

Bag-of-Visual-Words

The Bag-of-Visual-Words (BoV, also known as Bag-of-Features and Bag-of-Keypoints)
is one of the most successful and popular approaches to describe images for image retrieval and classification. It has been introduced by Sivic and Zisserman (2003) for image
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Figure 2.1 An illustration of the “Bag-of-Visual-Words” representation: an image is
considered as an unordered set of patches or regions (top row), each patch is assigned
to one of the 4 visual-words, and the histogram of “word counts” (bottom row) is used
to represent the image. Three different images are shown, depicting a face (left), a bike
(middle), and a violin (right). Image courtesy of Li Fei-Fei.
retrieval, and by Csurka et al. (2004) for image classification. Systems using this framework for image classification have consistently performed among the best in the successive PASCAL VOC evaluations (Everingham et al., 2007, 2008, 2009, 2010, 2011).
The BoV approach is inspired by research for text retrieval and classification. A textual document can be efficiently described using the Vector-Space-Model (Salton et al.,
1975; Salton, 1989), i.e. a vector containing the counts how often a word is present in a
document. Because this vector representation neglects the structure of a document, it is
known as a “Bag-of-Words” representation, emphasizing the fact that it is invariant of the
word order. This Bag-of-Words representation has been successful in text retrieval and
classification applications, see e.g. (Lewis, 1998; Joachims, 1998).
While text has discrete entities, words, separated by spaces and punctuation which can
be counted easily, vision does not have a direct equivalent. A digital image is in the
continuous domain, independent whether it is represented by gray-values of its pixels, or
by more elaborate features, like SIFT (Lowe, 2004). Therefore, to count “visual-words”,
first a dictionary (codebook) has to be constructed. Such a codebook does not exist as
in natural language1 . Then, each sample from an unordered set of samples taken from
an image, is assigned to its closest match in the codebook, increasing the word-count
of the corresponding visual-word. This yields a fixed sized representation of the image,
consisting of a histogram of the counts of the occurrence of each visual word in the image.
These histograms can be used for image comparisons, retrieval and classification. See
Figure 2.1 for a schematic illustration.
1

Although, also in the natural language domain dictionaries have to be constructed for document retrieval and classification. To reduce dictionary sizes techniques like stemming and stop-word removal are
applied. Recent research indicates that fewer processing, yielding higher dimensional (sparse) features,
enables better retrieval performance, see e.g. (Bai et al., 2010)

12

2. I MAGE R EPRESENTATIONS AND I MAGE C LASSIFICATION M ETHODS
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Figure 2.2

The standard pipeline used in many BoV approaches, see text for details.

The standard pipeline for most BoV approaches, illustrated in Figure 2.2, consists of the
following steps: detection of interest points or regions, local feature extraction, codebook
training, feature encoding, and feature aggregation. While many image features are introduced as a combination of a detector (where to sample), and a local descriptor (what to
extract), e.g. the SIFT-feature (Lowe, 2004) and the SURF-feature (Bay et al., 2008), we
explicitly separate those two steps. Below, we describe the pipeline in more detail.
Sampling of interest points Local features are computed around a set of selected points
in the image, therefore the points which are selected influence the final image representation. We describe two different types of approaches to obtain such a set of points.
The first approach is based on key-points detection, where intrinsic image features are
used to select a set of points which are of specific interest. These methods are developed
for stereo-matching, where the goal is to find matches between similar key-points on the
same object in two different, partly overlapping images. Interest points can be obtained
for example, by using corners and edges (Harris and Stephens, 1988) or blobs (Lindeberg, 1998). The Harris-Laplace detector (Mikolajczyk and Schmid, 2004), combines
the Harris corner detector with automatic scale and shape adaption to obtain a scale and
affine invariant key-point detector. The main advantage of these methods is that the same
image-region can be found in two images despite variations in viewpoint or scale.
The second approach is based on dense sampling of points from the image (Winn et al.,
2005). All points on a regular dense grid over different scales are used as a key-points.
The main reasons to use dense sampling is to avoid early removal of potentially interesting points. Intuitively, if the image is described by points from a dense grid over all
possible locations, the whole image can be reconstructed from the set of selected points,
and therefore less information is lost. Dense sampling has become the de-facto standard
in image classification (Van de Sande et al., 2010; Perronnin et al., 2010b); experimental
results suggest that the performance increases with the number of regions sampled from
images (Nowak et al., 2006; Chatfield et al., 2011).
Local feature descriptors On each of the sampled points, a local feature descriptor is
extracted, a description of this pixel and its neighboring pixels. Local features can be as
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Figure 2.3 Illustration of the SIFT descriptor, the gradient orientation and magnitude
are computed in in a region around the sampled point (left), these are accumulated over
4x4 subregions into orientation histograms (right). This figure shows a 2x2 descriptor
with 8 orientation bins per cell, usually a 4x4 descriptor is used, resulting in a 128 dimensional vector. Image courtesy of Lowe (2004).
simple as the intensity or RGB values, but usually some more elaborate descriptor is used,
which has some level of invariance against illumination change or geometric distortions.
One of the most popular local features is the SIFT descriptor introduced by Lowe (2004),
illustrated in Figure 2.3. The SIFT descriptor describes a sampled point, by a histogram
of image gradients. The gradients are computed over the intensity levels of the image,
and aggregated in several spatial bins around the sampled point, using both the magnitude
and the orientation. As a result of using gradients, the descriptor is invariant for additive
and multiplicative intensity changes. Also, due to the use of spatial binning and local
averages of gradients, the descriptor is robust to some level of geometric distortion and
noise. Experimentally the SIFT descriptor has been shown to outperform other descriptors
in several tasks (Mikolajczyk and Schmid, 2005).
Despite the popularity of the SIFT descriptor, it is not the only local feature which is used.
Some other popular choices include:
• Histogram of Oriented Gradients (HOG, Dalal and Triggs, 2005), which are closely
related to the SIFT descriptor, but use a different normalization.
• Color SIFT, which computes SIFT descriptors on gradients of color channels, resulting in e.g. Opponent SIFT and rgSIFT (Van de Sande et al., 2010).
• Robust local color histograms which describe the local color by a set of color descriptors which is robust for different photometric changes, such as the Robust Hue
descriptor (Van de Weijer and Schmid, 2006).
• Speeded Up Robust Features (SURF, Bay et al., 2008), which computes gradients
and magnitudes in only two orientations (x and y); by using integral images and
Haar wavelet responses it is faster than SIFT.
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• Local Self Similarity (LSS, Shechtman and Irani, 2007), which describes a sampled
point by the sum of squared differences between a narrow patch centered at this
point and patches from a wider region.
• Local RGB color statistics (LCS, Perronnin et al., 2010b), which computes the
mean value and standard deviation of each RGB channel around the sampled point
using a 4x4 spatial grid, like the SIFT descriptor.
Many classification systems use a combination of several BoV-histograms, computed
over different local features.
Creating a visual dictionary The visual dictionary consists of a series of prototype
vectors, which we call visual words. Images will be described by these visual words,
therefore the dictionary needs to be rich enough to distinguish different images, and to
allow for discriminative image representations. The visual dictionary is often created
from a large set of local image descriptors, using an unsupervised clustering approach.
The codebook is frequently obtained by employing k-means clustering (Sivic and Zisserman, 2003; Csurka et al., 2004; Winn et al., 2005), or variants such as hierarchical k-means to reduce the computational complexity (Nistér and Stewénius, 2006), or a
Mixture-of-Gaussians (MoG) to obtain a probabilistic interpretation of the clustering (Farquhar et al., 2005; Perronnin and Dance, 2007). Experimentally it has been shown that,
classification performance increases with the size of the dictionary (Van Gemert et al.,
2010; Chatfield et al., 2011).
Examples of other approaches to learn a codebook are: mean shift clustering to create
a codebook which better represents a non-uniform distribution of descriptors (Jurie and
Triggs, 2005), or sparse dictionary learning, which learns a codebook to minimize the
sparse reconstruction error of local descriptors (Mairal et al., 2008b; Wang et al., 2010).
Supervised methods have also been used for creating a visual dictionary. For example,
class labels have been used to learn class-specific codebooks (Farquhar et al., 2005; Perronnin et al., 2006; Khan et al., 2009), or to learn a single codebook to be more discriminative between classes (Winn et al., 2005; Elfiky et al., 2012). Also, methods to learn a
codebook together with a classifier have been proposed (Mairal et al., 2008a; Lian et al.,
2010; Krapac et al., 2011a).
Encoding local features Each of the local features will now be encoded using the
learned codebook. The goal is to represent the original local feature by one or more visual
words such that a reconstruction error or expected distortion function is minimized. Since
the codebook is in general over-complete (i.e. number of codebook entries is larger than
number of dimensions of the local descriptors), a constrained encoding is applied to make
the problem well defined.
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Figure 2.4 Illustration of the VQ encoding error, (left) an image from the Face class in
Caltech101, (middle-left) the reconstruction error of densely computed SIFT descriptors
using a 6,000 word codebook, (red = high error; blue = low error). Note that the most
informative patches (eye, nose, etc.) have the highest reconstruction error. The locations
of the most frequent descriptors, simple edges, in the database are represented by green
marks (middle-right). The location of the 8% least frequent descriptors in the database,
mostly discriminative facial features, are represented by magenta marks (right). Image
courtesy of Boiman, Shechtman, and Irani (2008).
The most frequently used encoding is probably vector quantization (VQ, also known as
hard-assignment): a local feature is assigned to its nearest neighbor in the dictionary.
This approach is very intuitive, since each local feature is described by a single visualword from the codebook. However, the encoding by only a single codeword is also the
major drawback of the VQ encoding, and gives rise to the following problems. First, the
undesired behavior of assigning two slightly different local descriptors to two different
visual words. Second, the relatively high reconstruction error of VQ encoding, especially
for the few discriminative local features in the image. Since discriminative local features
are sporadic, they are most likely to be regarded as noise in the (k-means) clustering
algorithm (Boiman et al., 2008). As a result the VQ leads to a high loss of information,
as is illustrated in Figure 2.4.
To reduce the reconstruction error, local features could be encoded using soft-assignment,
i.e. with a weighted combination of visual words from the codebook (Farquhar et al.,
2005; Philbin et al., 2008; Van Gemert et al., 2008), this is also known as kernel-codebookencoding. If the codebook is based on a MoG, the posterior probabilities of each Gaussian can be used as weight in the soft-assignment. A similar idea is used in sparsecoding, where the soft-assignment is used with a sparsity constraint on the reconstruction
weights (Mairal et al., 2008b; Yang et al., 2009). Locality-constrained linear coding (LLC,
Wang et al., 2010) reconstructs a local descriptor by using a soft-assignment over a few
of the nearest visual words from the codebook. The obtained solution is not sparse in
the `0 sense, but sparse in that only a few significant values are assigned to the nearest
descriptors in the codebook. The Super-Vector encoding (Zhou et al., 2010) is closely
related to the Fisher Vector, which we describe in the next section.
The computational time required for creating an image representation is largely dominated
by the encoding of the local features. Independent of the chosen encoding technique, a
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Figure 2.5 Toy example of constructing a three-level spatial pyramid. The image has
three feature types, indicated by circles, diamonds, and crosses. The image is subdivided
in different spatial regions at three different levels of the pyramid, yielding a representation of single histogram (left), 4 histograms (middle) and 16 histograms (right). Image
courtesy of Lazebnik, Schmid, and Ponce (2006).
large number of local descriptors have to be matched against a large number of codebook
entries, which is computationally costly.
Aggregation of encoded local features When computing the final histogram representation of an image, the encoded local features can be pooled in one of two ways:
sum-pooling or max-pooling. In the case of sum-pooling, the local encoded features are
additively combined into a histogram, which could be normalized by the number of samples (i.e. taking the mean instead of the sum). In the case of max-pooling, each bin of the
histogram is assigned the highest value across the local feature encodings, in Yang et al.
(2009) max-pooling was used in combination with LLC.
The BoV framework is, by design, invariant to the order of image patches, and thus to the
layout of an image. To incorporate weak geometry in the BoV framework spatial pyramids are introduced by (Lazebnik et al., 2006), see Figure 2.5 for an illustration. The idea
is to aggregate local features from different image regions. The spatial pyramid consists
of several layers, where in layer l the image is divided in 2l × 2l cells, each such a cell
is described by a separate histogram, and concatenated into a final image representation.
The use of spatial pyramids yields a significantly larger image representation: by using a
3 layer spatial pyramid the image representation is a concatenation of 21 histograms.
The winning system of the Pascal VOC 2008 Challenge (Everingham et al., 2008) also
includes weak geometry, however it uses a different partitioning of the image: the whole
image (1 × 1), the image quarters (2 × 2) and three horizontal bars (1 × 3), concatenating
only 8 histograms. Recently, methods to learn spatial models were considered in (Sharma
and Jurie, 2011; Bilen et al., 2011), where discriminatively the spatial layout is learned
by successively splitting spatial cells. On different data sets, their methods compare favorably to using fixed spatial layout defined by the spatial pyramids of (Lazebnik et al.,
2006).
Class-specific aggregation methods have been applied to the BoV framework, for example
by using class-specific codebooks (Farquhar et al., 2005; Perronnin et al., 2006), or using a
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class-specific weighing of local features based on color attention maps (Khan et al., 2009).
The size of the final image representation scales linearly with the number of classes, which
is a disadvantage when used for a large number of classes.
Aggregation of local features has also been considered using class independent weighting,
for example, based on foreground/background modeling to disregard too generic visual
words (Zhang et al., 2009), or based on saliency maps to assign a higher weight to local
features close to objects (De Campos et al., 2012).

2.1.2

Fisher Vector

In this section we describe the Fisher Vector for image representations, introduced by (Perronnin and Dance, 2007). This section is largely based on the Improved Fisher Vector
of Perronnin et al. (2010b). The key idea is based on the Fisher kernel of Jaakkola and
Haussler (1999), which is a principled approach to derive a kernel from a generative probabilistic model which can be used in a discriminative classifier. Discriminative classifiers,
such as Support Vector Machines (SVM, Vapnik, 1995), have shown excellent results in
(image) classification problems. Generative models, on the other hand, are attractive because they describe the model of the data generation process, and provide a way to deal
with missing data or variable length data.
The Fisher kernel is based on the gradient of the log-likelihood of a generative probabilistic model with respect to its parameters. The gradient of the log-likelihood describes
how the parameters contribute to the process of generating a particular example, and naturally preserves all structural assumptions that the model encodes. Let X = {xi }N
i=1 be
a set of N observations, in our case these could be a set of any of the local image features described in the previous section. Also lets define a generative model p(X|θ) with
parameters θ. Then the Fisher score:
GX = ∇θ log p(X|θ).

(2.1)

Intuitively, the Fisher score describes the direction in which the parameters should be
moved to better fit the data. Also, since the gradient is w.r.t. the parameters of the generative model, the dimensionality of the Fisher score GX does not depend on the size of x
nor on the number of observations N , but has a fixed length. The dimensionality of GX
equals the dimensionality of the parameter vector θ.
The Fisher kernel is given by the normalized inner product of two Fisher score vectors:
K(Xi , Xj ) = GXi IF-1 G>
Xj ,

(2.2)

where IF denotes the Fisher information matrix, given by:
IF = EX [GX G>
X ],

(2.3)
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where the expectation is with respect to X under the distribution p(X|θ). The normalization by the Fisher information matrix causes the kernel to be invariant under a nonlinear
transformation of the parameters of the generative model θ → ψ(θ) (Bishop, 2006).
However, only for a few specific simple parametric models the Fisher information matrix
can be computed exactly. Therefore, it is often approximated, for example by the identity matrix (Jaakkola and Haussler, 1999), by an analytical approximation (Perronnin and
P
Dance, 2007), or by using the sample average IF ≈ N1 n GXn G>
Xn , which corresponds
to a whitening of the Fisher scores (Bishop, 2006).
In practice we will use the normalized Fisher score:
−1

G(X) = IF 2 GX ,

(2.4)

as feature vector which we will denote as the Fisher Vector (FV). Note that learning
a kernel classifier using the Fisher kernel, Eq. (2.2), is equivalent to learning a linear
classifier on the FV, Eq. (2.4), which we will discuss in Section 2.2.
Fisher Vectors as image representations In order to use the Fisher kernel framework
for image representations, we use a Mixture-of-Gaussians (MoG) as the probabilistic generative model of the local features following (Perronnin and Dance, 2007). We will show
how the FV extends the popular bag-of-visual-words (BoV) by going beyond count statistics.
Lets define a MoG model where the probability of the local feature vector xi is given by:

p(xi ) =

K
X
k=1

πk N (xi ; µk , Σk ),

(2.5)

where πk is the mixing weight, µk the mean and Σk the covariance matrix of the Gaussian
distribution of mixture component k ∈ {1, . . . , K}. We assume that the covariance matrix
is diagonal, since any distribution can be approximated with an arbitrary precision by a
weighted sum of Gaussians with diagonal covariance, and the computational cost when
using diagonal covariances is much lower.
The MoG model assumes that the local image features are independent and identically
distributed at random (i.i.d. assumption), i.e. each feature is drawn at random from the
MoG, not taking into account the content of the image from the already drawn image
features. For the Fisher Vector, we use the log-likelihood over a set of local image features
X = {xi }N
i=1 , which given this i.i.d. assumption becomes:
L(X) =

N
X
i=1

ln p(xi ).

(2.6)
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To emphasis the relation with the BoV model we follow Krapac et al. (2011b) and define
the mixing weights via the soft-max function:
exp αk
πk = P
,
k0 exp αk0

(2.7)

which by construction, fulfills the constraints on the mixing weights that πk ≥ 0 and
P
k πk = 1, for any value of α.

The MoG defines the visual dictionary, and is thus supposed to describe the content of
any image. Therefore the parameters θ = {αk , µk , Σk }K
k=1 of the MoG are learned by
Maximum Likelihood estimation, over a large set of local image features.
To compute the Fisher Vector, we use an analytical closed-form approximation of the
Fisher information matrix (Perronnin and Dance, 2007), in which case the normalization
−1/2
of the gradient by IF
is simply a whitening of the dimensions. Let qik be the responsibility, or posterior probability, of Gaussian k for descriptor xi :
πk N (xi ; µk , Σk )
.
k0 πk0 N (xi ; µk0 , Σk0 )

qik = P

(2.8)

Then the whitened gradients w.r.t. the mixing weights (GαXk ), the mean (GµXk ) and covariance (GΣXk ) of Gaussian k are given by:
1
√

GαXk =

N πk

GµXk =

1
√

GΣXk

N πk

X
(qik − πk ),

(2.9)

i

X
i

-1

qik Σk2 (xi − µk ),

X

1
2
= √
qik Σ-1
i (xi − µk ) − 1 .
N 2 πk i

(2.10)
(2.11)

From these Fisher Vectors, we recognize that GαXk , Eq. (2.9), is similar to a (soft-assign)
BoV-histogram minus the mixing weights πk . We also observe that the Fisher Vectors on
a MoG model go beyond these 0-th order statistics of word counting, by considering the
1-st and 2-nd order statistics (Eqs. (2.10-2.11)).
The final Fisher Vector we use is a concatenation of the whitened gradients for the mean
and standard deviation, G(X) = [GµXk , GΣXk ]K
k=1 . The gradient w.r.t. the weight parameters
adds little additional information, and is therefore omitted. Let D denote the dimensionality of the local descriptors xi , then G(X) is thus 2KD-dimensional. This yields
a significantly larger representation than using a BoV-histogram, which would be Kdimensional. The FV has the computational advantage that we can use a smaller number
of visual words K, since the appearance per visual word is coded more precisely.
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Figure 2.6 Distribution of the values in the first dimension of the Fisher Vector, showed
for 16, 64 and 256 Gaussians (top left, top right, and bottom left), without power normalization, and for 256 Gaussians with power normalization (bottom right), using α = .5;
note the different scales. Image taken from (Perronnin et al., 2010b).
Power normalization The power normalization of the FV is introduced based on an
empirical observation: as the number of Gaussians increases, Fisher Vectors become
sparser. This effect can be easily explained: as the number of Gaussians increases, fewer
descriptors xi are assigned with a significant weight qik to each Gaussian. When from
a set of descriptors X all descriptors xi are assigned with near zero weight to a given
Gaussian k (i.e. ∀i qik ≈ 0), then also its gradient vectors GµXk , and GΣXk are close to null,
see Eqs. (2.10-2.11). Hence, as the number of Gaussians K increases, the distribution of
features in a given dimension becomes more sharply distributed around zero, as illustrated
in Figure 2.6.
To “unsparsify” the Fisher Vector, we apply power-normalization:
f (z) = sign(z)|z|α

(2.12)

where 0 ≤ α ≤ 1 is a parameter of the normalization. The optimal value of α may vary
with the number K of Gaussians in the MoG; in practice we use α = 21 for all values of
K, which equals to a generalized square rooting of the vector. In Figure 2.6 the effect of
this normalization is shown for a MoG with K = 256.
The power-normalization can also be justified from different viewpoints. First, assuming
that the number of local samples assigned to a specific Gaussian k follows a Poisson dis-
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Figure 2.7 Graphical representation of the i.i.d. MoG model (left) and the non-i.i.d.
latent MoG model (middle). The index i runs over the N
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1]. Image
courtesy of Cinbis, Verbeek, and Schmid (2012).
3.2. Modeling descriptors using latent MoG models
In this section we turn to the state-of-the-art image representation of [15] that applies the Fisher kernel framework to
mixture of Gaussian (MoG) models over local descriptors.
!
A MoG density p(x) = k πk N (x; µk , σk ) is defined
by mixing weights π = {πk }, means µ = {µk } and variances σ = {σk }.1 The K Gaussian components of the mixture correspond to the K visual words in a BoW model.
In [15], local descriptors across images are assumed to be
iid samples from a single MoG model underlying all im-

tribution, then the sum of these local samples follows a compound Poisson distribution.
In the compound Poisson distribution the values of the mean and variance are dependent,
the power normalization acts as a variance stabilizing transformation, which corrects for
this dependence (Jégou et al., 2012). Second, it reduces the influence of bursty visual eleWe present hereet
the al.,
uni-variate
case for clarity,
extension to the mulments, which were shown to corrupt the image similarity (Jégou
2009).
Burstiness,
tivariate case with diagonal covariance matrices is straightforward.
is the phenomenon that once a specific visual element appears in an image, it tends to
reappear more often in that image than predicted by the statistically independent model.
1

A third interpretation is given in Cinbis et al. (2012), where it is shown that the benefit
of square-rooting can be explained by replacing the i.i.d. MoG model with a non-i.i.d.
model which generates similar image representations. They introduce a non-i.i.d. model
by treating the parameters of the MoG as latent variables, and placing conjugate priors on
these latent variables, see Figure 2.7 for an illustration. Using these models, integrating
over the latent variables, renders all local regions dependent. Their image representation
is a Fisher Vector w.r.t. the parameters of the conjugate priors, and their representation
naturally involves discounting transformations similar to taking the square-roots. For
example, the gradient to the hyper-parameter αk , controlling the conjugate prior on the
weights of the multinomial distribution of the visual words, is given by the digamma
function ψ(αk + nk ), up to additive constants, where nk is the number of appearances of
word k in the image, see Figure 2.7 for an illustration of this transformation for various
values of α and n, together with square-rooting.
`2 normalization Here, we will show that the FV approximately discards image independent background information and focuses on image specific content. However the FV
depends on the proportion of the image specific content w.r.t. the background information,
to remove this dependency we apply `2 normalization.
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Figure 2.8 Three photos depicting zebras, but seen in different configurations and settings, even though the Fisher Vector approximately disregards the background information, the proportion of image-specific information differs per photos. Without `2 normalization, this yields different image signatures, while applying the `2 normalization makes
the signature independent of the proportion of image-specific information, see text for
more details. Images from the Animals with Attributes data set (Lampert et al., 2009).
Given that the FV is computed over a large set of local descriptors X = {xi }N
i=1 , using
an i.i.d. MoG model, the law of large numbers states that the sample average converges
to the expected value when N increases. Therefore, we can rewrite the Fisher score of
Eq. (2.1) as:
1 X
GX =
∇θ log p(xi |θ) ≈ ∇θ Ex∼p [log p(xi |θ)].
(2.13)
N i
Now, lets assume that the feature generation process p can be decomposed into a mixture:
p(x) = ω q(x) + (1 − ω)p(x|θ),

(2.14)

where q(x) is an image specific distribution, p(x|θ) is the image-independent MoG model
of Eq. (2.5), and ω ∈ [0, 1] represents a mixing weight. Then we can rewrite Eq. (2.13)
to:
GX ≈ ω ∇θ Ex∼q [log p(xi |θ)] + (1 − ω) ∇θ Ex∼pθ [log p(xi |θ)],

(2.15)

where pθ denotes the MoG model. The parameters θ of the MoG are estimated to maximize Ex∼pθ [log p(xi |θ)], therefore the gradient has to fulfill ∇θ Ex∼pθ [log p(xi |θ)] ≈ 0.
Consequently, the Fisher score can be approximated by:
GX ≈ ω ∇θ Ex∼q [log p(xi |θ)],

(2.16)

which considers only the image-specific information.
However, we observe that the signature still depends on the proportion of image-specific
information ω. As a result, two images containing the same object but different amounts
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of background information due to scale, viewpoint changes or small variations in environment, will have different signatures. Small objects with a small ω value will be especially
difficult to detect, see Figure 2.8 for some illustrative examples.
To remove the dependence on ω, we `2 normalize the vector GX , or similar the vector GX ,
which is strictly equivalent of replacing the Fisher kernel of Eq. (2.2), by:
K̃(Xi , Xj ) = p

K(Xi , Xj )
,
K(Xi , Xi )K(Xj , Xj )

(2.17)

While the `2 norm of the Fisher Vector could contain class-specific information, experimentally it has been shown that this normalization leads to a significant increase of performance (Perronnin et al., 2010b).
Fisher Vector compression The described Fisher Vector framework yields very high
dimensional image representations, typically 64K-1M dimensional FV are used. In order to reduce storage cost, and to improve computational throughput, we apply Product
Quantization (PQ, Gray and Neuhoff, 1998). PQ is a lossy data compression technique,
introduced by Jégou et al. (2011) for large scale nearest neighbor search using SIFT vectors. PQ has been applied on FV for image classification and have shown state-of-the-art
performance (Sánchez and Perronnin, 2011).
Product quantization is based on vector quantization, where the idea is to represent a
vector by a single codeword, like the hard assignment which is used to encode the local features in the BoV framework. However, instead of representing the whole highdimensional feature vector by a single codeword, PQ splits the vector into a set of M
sub-vectors, each of the sub-vectors has the size G = D/M , where D is the original
feature size. Clearly, for G = D we obtain vector quantization, while for G = 1 we
obtain scalar quantization. The parameter G allows to trade off the storage cost and the
reconstruction error.
In practice we use G = 8 dimensions per sub-vector, and apply vector-quantization on
each sub-vector independently. Per sub-quantizer we use 256 centroids, such that each
sub-vector can be represented with a single byte, indexing the corresponding centroid.
This allows to reduce the storage cost of the high dimensional FV by a factor of about 32.
For example, the 64K dimensional FVs of 1.2M images would require 320GB, while by
employing PQ this is reduced to about 10GB.
Furthermore we can take into account the sparsity structure of FVs. While, on average, the
FV is dense (more than 50% non-zeros), the zeros are not randomly distributed. Indeed,
if no patch is assigned to the k-th Gaussian, then the gradient signal for this component
is zero. Hence, the FV is block sparse and instead of encoding the sparsity on a perdimension basis, it can be encoded on a per Gaussian basis.
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Super-Vector encoding (Zhou et al., 2010), is derived from a function analysis of the
classification function. The obtained encoding is similar to the VLAD and FV descriptor,
the Super-Vector for an image patch xi is defined as:
Fx>i = [qik s, qik (xi − µk )> ]K
k=1 ,

(2.18)

where µk is the descriptor of code word k, qik is the posterior probability of code word k
for patch i, as defined for the FV in Eq. (2.8), and where s is a balancing constant set by
P
cross-validation. The image representation of a set of features X, is FX = i Fxi .

Compared with the Fisher Vector, the Super-Vector uses only the first order statistics and
includes the mixing weights. It has a K(D + 1) dimensional representation.

Finally, we note the recent work of Krapac et al. (2011b) where a Spatial Fisher Vector is
introduced. This Fisher Vector encodes per visual word also the spatial mean and variance
of image regions associated with the visual word, see Figure 2.9 for an illustration.
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Their generative probabilistic model, which combines a single spatial Gaussian per visual
word with a MoG visual appearance model is defined as:
p(x̃) =

X
k

πk N (x; µk , Σk ) N (l; mk , Sk )

(2.19)

where x̃ = (x, l) is the tuple of the local (SIFT) descriptor x and its location l. They use
the gradients w.r.t. θ = {πk , µk , Σk , mk , Sk }K
k=1 , yielding a K(1 + 2D + 2d) dimensional
vector, where d is the dimensionality of the location, and D is the dimensionality of the
local features. Their experimental results show that their method performs about equal
to the spatial pyramids (Lazebnik et al., 2006) approach, but with image representations
which are about four times more compact.

2.1.3

Comparison of image representations

In a recent study of Chatfield et al. (2011), several popular image representations and encodings have been compared, including the discussed BoV framework and the FV framework. While almost all authors compare their method on the PASCAL VOC 2007 benchmark (Everingham et al., 2007) and/or the Caltech-256 benchmark (Griffin et al., 2007),
performance is difficult to asses since small differences in local features, sampling approaches and parameter tuning are not taken into account. This also results in difficulties
to reproduce the results reported by the authors of new representations.
Chatfield et al., have re-implemented2 all encoding techniques they compare, allowing
for a fair evaluation of the different methods. In some cases, their obtained results differ
significantly from the ones presented in the original publications, which emphasizes the
importance of such a thorough evaluation.
In Table 2.1, we show the performance in mean average precision (MAP) on the PASCAL VOC 2007 classification task. Since our goal is to compare the different encodings,
and not the influence of the codebook size and sampling strategy, we only show a single entry per method, and thus a subset of the results reported in Chatfield et al. (2011).
The methods we compare all use a dense sampling strategy (every 3 pixels), extract 128
dimensional SIFT features, and use spatial pyramids (Lazebnik et al., 2006). The codebook size for the BoV methods is 25K, for the Super-Vector it is 1,024, and for the FV 256
Gaussians are used. For the FV framework the SIFT features are reduced to 80 dimensions
using PCA. Due to the different encoding methods the sizes of the image representations
are different, each spatial cell is described with a 25K (BoV), 129K (Super-Vector), or
40K (FV) feature vector. For the kernels used by the classifiers, we report the results using the kernel (linear or χ2 ) proposed in the original publication, or the current standard
(like χ2 for BoV-VQ).
2

Available at http://www.robots.ox.ac.uk/~vgg/software/enceval_toolkit.
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Method

Kernel

Vocabulary Size

MAP

Fisher Vector
Super-Vector
BoV-LLC
BoV-KCB
BoV-VQ

Linear
Linear
Linear
χ2
χ2

256
1024
25K
25K
25K

61.7
58.2
57.3
56.3
55.3

Table 2.1 Overview of different image representations and their performance on the
Pascal VOC 2007 data set.All methods use the same densely extracted SIFT features.
Table courtesy of Chatfield, Lempitsky, Vedaldi, and Zisserman (2011).
From the results in Table 2.1 we conclude that any of the advanced encodings outperform
the baseline BoV-VQ approach, which obtains 55.3% MAP. In this evaluation, the FV
framework obtains the best performance of 61.7% MAP, an increase of more than 6 absolute percent points in MAP compared to BoV-VQ. Given these results, we select the FV
as the image representation of our choice in the rest of this dissertation.
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Image classification methods

In this section we review machine learning techniques relevant for image classification.
First, we discuss parametric classification and compare logistic-regression models and
support vector machines (SVMs), for binary, multi-class and structured prediction tasks.
Then, we describe k-nearest neighbor (k-NN) classification, which is a non-parametric
method. Since the performance of k-NN classification depends critically on the distance
metric, we describe two metric learning approaches: LMNN (Weinberger et al., 2006)
and TagProp (Guillaumin et al., 2009a). Finally, we compare the performance of SVM
classifiers and TagProp on the ImageClef’10 data set.

2.2.1

Linear classification and extensions

In this section we discuss linear classification methods in a supervised learning setting,
that is we assume to have a training set consisting of n images with its corresponding
ground truth label: {x1 , y1 , . . . xn , yn }. In contrast to the previous section, xi describes
the whole image i (for example with a FV or a BoV-histogram), and not a local feature in
the image3 . We first discuss binary classification, and then generalize to multi-class and
structured-output classification.
Binary linear classification The goal of binary classification is to learn a model that
can predict whether a specific concept is present, or relevant, for a given image, e.g. it
answers the question: “Is there a bicycle present in the image?”. For this purpose, we
construct a discriminant function:
f (x) = w> x,

(2.20)

which predicts the object as being present in the image when f (x) ≥ 0, and not present
otherwise. For the clarity of the presentation we assume that w and x are augmented
vectors, i.e. they are extended to accommodate a bias term such that w> x = w̃> x̃ + b,
with w = [b, w̃> ]> , and x = [1, x̃> ]> .
When the class-labels are defined as y = {+1, −1}, where +1 denotes the presence of
the object in an image, then correct classification is achieved when y f (x) > 0. The
objective is to find the parameter vector w which minimizes the classification error on
the training set:
n
X

[[ yi f (xi ) ≤ 0]],
(2.21)
i=1

3

Since the discussed techniques in this chapter are generic, image and input are used interchangeably.
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Figure 2.10 Illustration of the loss for different values of z, shown for different loss
functions, in (blue) the zero-one loss or classification error, in (red) the log loss, and in
(green) the hinge loss. See text for details.
where we use Iversons bracket notation: [[z]] = 1 if the condition z is true and zero
otherwise. The classification error for an image i is also known as the zero-one loss, since
its value is either zero or one. Unfortunately, it is difficult to minimize the zero-one loss,
since it is non-convex and non-differentiable in the parameters w.
Therefore, in order to learn the parameter vector w, we make use of an approximate,
convex loss function `(xi , yi , w) which measures the discrepancy between the groundtruth label yi and the prediction arising from using w for an input i. Two popular approximations of the zero-one loss are the log loss and the hinge loss, which are both an
upper-bound on the zero-one loss, see Figure 2.10 for an illustration.
As the learning objective we use regularized empirical loss minimization:
1X
`(xi , yi , w) + λ R(w),
min F (w) =
w
n i=1
n

(2.22)

where R is a regularization function, and λ is a trade-off parameter between the loss term
and the regularizer. Since the loss function ` is an upper-bound on the classification error,
λ weighs the number of training errors with the model complexity. The regularizer has
two important functions, it can overcome over-fitting of the data by penalizing the model
complexity, and in the case that multiple instantiations of w lead to the same minimum
loss, e.g. when the data is linear separable, it makes the objective well defined and selects
the w with lowest regularization cost.
Next we describe logistic regression which uses the log loss, and Support Vector Machines (SVMs, Vapnik, 1995) which uses the hinge loss.

2.2. I MAGE CLASSIFICATION METHODS

29

Logistic regression Logistic regression is a discriminative probabilistic model for classification. We define the posterior probability for label y = +1 given an input x as:
p(y = +1|x) = σ(w> x),

(2.23)

−1
where σ(z) = 1 + exp(−z)
is the sigmoid function, which is also known as the
logistic function, hence the name logistic regression. The probability for label y = −1 is
defined as: 1 − p(y = +1|x) = σ(−w> x).
The loss function ` is defined as the negative log-likelihood on correct prediction:
`L (xi , yi , w) = − log p(yi |xi , w) = − log σ(yi w> xi ).

(2.24)

In Figure 2.10 the log loss `L (z) = − log σ(z)/ log 2 is shown, to tightly upper-bound the
zero-one loss at the point (0, 1).
We can interpret Eq. (2.22) as a maximum-a-posteriori estimation, by using the negative
log-likelihood of a prior distribution on w as regularizer. For logistic regression we use a
Gaussian prior, with zero mean and unit covariance. The negative log-likelihood of this
prior equals the `2 norm, up to an additive constant c, of the parameter vector w:
1
R(w) = − log N (w; 0, I) = ||w||22 + c.
2

(2.25)

To minimize the regularized empirical loss, we use gradient based methods. Straightforward derivation of the loss function and regularizer provides the following gradients:
∇w `L (xi , yi , w) = −yi σ(−yi w> xi ) xi ,


= p(y = +1|xi , w) − [[yi = +1]] xi ,

∇w λ R = λ w.

(2.26)
(2.27)
(2.28)

Support Vector Machines The aim of SVMs (Vapnik, 1995) is to find the separating
hyperplane that has the largest distance to the nearest training data points of both classes.
Therefore, SVMs are also known as large-margin classifiers. The key insight is that a
larger margin leads to better generalization performance, and hence, to a higher performance on the test set. This insight is reflected in the hinge loss function:


`H (xi , yi , w) = 1 − yi w> xi + ,

(2.29)

where [z]+ = max{0, z} is the hinge function, and the margin is enforced by the offset,
i.e. to obtain zero loss the scoring should be yi w> xi ≥ 1. In Figure 2.10, the hinge loss
`H (z) = [1 − z]+ is shown.
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The subgradient of the hinge loss is given by:
∇w `H (xi , yi , w) = −yi [[`H (xi , yi , w) > 0]] xi .

(2.30)

As regularizer for SVMs we also use the `2 norm of the parameter vector w, similar to
logistic regression, R(w) = 12 ||w||22 . Other regularizers with different properties, like the
sparsity inducing `1 norm, could also be used, leading to different optimization problems.
The SVM classifier does not output a probability, but it assigns class y = sign(w> x)
to an image. To obtain probabilistic calibrated outcomes, the method known as Plattscaling (Platt, 1999) is frequently used. The idea is to use a small validation set to learn
the parameters α and β of the logistic regression function p(y|x) = σ(α w> x + β).
Extension to non-linear classification To increase the discriminative power of both
models, we can use a non-linear transformation of the features x → φ(x). When using
such a non-linear parametrization, the discussed models remain linear in the parameters
w, but can construct a non-linear decision boundary in the original input x.
We can avoid computing the transformation φ(x) explicitly by applying the “kernel trick”.
The Representer Theorem (Schölkopf and Smola, 2002) states that the optimal parameter
vector w is a weighted sum of the features of the training images:
w=

n
X

(2.31)

αm φ(xm ),

m=1

where n is the number of training samples, and αm denotes the weight for training image
m. The kernel-trick is essentially to apply this theorem and rewrite:
w> φ(x) =

X

αm φ(xm )> φ(x) =

m

X

αm k(xm , x),

(2.32)

m

where k denotes a kernel-function.
According to Mercer’s Theorem any positive definite kernel function4 equals a dot-product
in some (possibly infinite dimensional) feature space (Vapnik, 1995; Schölkopf and Smola,
2002). Therefore we can use any valid similarity function k, such as the Gaussian kernel, k(xi , xj ) = exp(− 2σ1 2 ||xi − xj ||), which feature vector φ(x) has infinite dimenP 2 xid xjd
sionality, or the χ2 -kernel, k(xi , xj ) =
d xid +xjd , which is popular for comparing
4

A function k is called a positive definite kernel function if:

• k is symmetric, i.e. k(xi , xj ) = k(xj , xi ) for all xi , xj , and

• for any set of n points x1 , . . . , xn , the kernel-matrix K, with Kij = k(xi , xj ), is positive semiPn
definite, i.e. for all vectors a ∈ Rn holds that i,j=1 ai aj Kij ≥ 0.
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BoV-histograms. Different kernels can encode different image similarities, a task specific
weighted sum of several kernels can be obtained by e.g. multiple-kernel-learning (Sonnenburg et al., 2006).
The `2 regularizer on the parameter vector w can also be written in terms of the kernel:
1
1X
1
R(w) = ||w||22 =
αi αj k(xi , xj ), = α> Kα,
2
2 i,j
2

(2.33)

where K is the n × n kernel-matrix, and α = [α1 , . . . , αn ]> . The gradients of the log
loss, the hinge loss and the regularizer w.r.t. the parameter vector α are given by:

∇α `L (xi , yi , α) = p(y = +1|xi , w) − [[yi = +1]] ki ,

∇α `H (xi , yi , α) = −yi [[`H (xi , yi , α) > 0]] ki ,
∇α λ R = λ Kα,

(2.34)
(2.35)
(2.36)

where ki is the i-th column of the kernel matrix K.
An advantage of using kernels is that they can allow for efficient computation of dotproducts in high or infinite dimensional feature spaces. Moreover, the explicit feature map
φ(·) is not required to be known, as long as the kernel function k(·, ·) can be evaluated.
However, pre-computing and storing the n × n kernel-matrix is impractical for large data
sets. Therefore, research has recently focused on using explicit embeddings φ(·) that
correspond to a kernel function, and to approximate appropriate kernel functions (Maji
et al., 2008; Maji and Berg, 2009; Vedaldi and Zisserman, 2011).
Multi-class classification So far, we have discussed the binary classification problem,
where the input belongs to one out of two classes. Here, we generalize to the task of
multi-class classification where the labels are defined as y ∈ {1, . . . , C}, and the goal is
to assign an input x to the correct class.
In the probabilistic framework the generalization to multi-class logistic regression is straightforward, by replacing the Bernoulli distribution with a multinomial distribution. We define the probability of class c for an input x as the soft-max over the linear functions:

exp wc> x
.
p(c|x) = P
>
exp
w
x
0
0
c
c

(2.37)

The natural loss function is still the negative log-likelihood of predicting the correct class
`L (xi , yi , w) = − log p(yi |xi ), where w = [w1 , . . . , wC ].

For SVMs the generalization from the binary case to the multi-class classification setting
is less straightforward. However, from the observation that the hinge loss is an upperbound on the binary zero/one loss, there are two obvious generalizations.
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First, Weston and Watkins (1999) have introduced an upper-bound of the multi-class
zero/one loss, given by:
`WW (xi , yi , w) =

X

1 − wy>i xi + wc> xi + .

(2.38)

c6=yi

This loss compares the ground-truth class to all other classes, and each pair which is not
separated by at least a margin contributes to the loss term. This is clearly an upper bound
on the multi-class zero/one loss, because at least one pair will incur a penalty when the
correct class does not obtain the highest score. The bound is tight when `WW = 0.
Second, Crammer and Singer (2001) have introduced a different upper-bound:


`CS (xi , yi , w) = 1 −

wy>i xi

+

max wc> xi
c6=yi



.

(2.39)

+

The idea behind this loss is that when the highest scoring class is at least a margin away
from the correct class, all other classes are as well. Therefore only the highest scoring
other class is considered in the loss function. This approach provides a tighter bound on
the zero/one loss compared to `WW . Both formulations reduce to binary SVMs for C = 2.
While both these SVM losses are theoretically sound, in practice multi-class classification
problems are solved using a combination of several binary classifiers, following:
• One-versus-rest (OVR), which learns C binary classifiers independently; each classifier c is trained to discriminate class c versus all other classes, and input i is assigned to the classifier with the highest score.
• One-versus-one (OVO), which learns C(C − 1) binary classifiers; each classifier
discriminates between 2 classes, and an input i is assigned using a majority vote.
A disadvantage of these approaches is that due to the decoupled learning of the vectors
wc , the score functions are, in principle, not comparable and might lead to ambiguity in
the output scores. In practice, OVR is frequently used because it is easier to implement,
has better scaling properties, and often outperforms the mentioned multi-class losses, see
e.g. (Perronnin et al., 2012).
Structured-output prediction In this section we consider the case where we want to
predict simultaneously the outcome of L binary labels. This is, for example, relevant for
multi-label classification and foreground/background segmentation of images.
Using the classification methods introduced so far, we have two options: we could use
the multi-class approach and consider each possible output as a separate class; or we
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could predict each label independently using L binary classifiers. The problem with the
first approach is that we obtain an exponential number of 2L classes, and thus we have
to estimate an exponential number of parameters from the data. The problem with the
second approach is that it ignores any interdependence between the output labels.
In structured-output prediction the aim is to model dependencies among the output labels,
but without using an exponential number of parameters. In order to do so, we generalize
the multi-class algorithms, to use a more general energy or compatibility function. We
define the energy function E, between an input x and output y as:
(2.40)

E(x, y, w) = hw, Φ(x, y)i,

where Φ(x, y) represents a combined feature representation of inputs x ∈ X and outputs
y ∈ Y, and w is the parameter vector to be estimated. Since this energy function is linear
in w, the objectives will remain convex, and can be learned using gradient based methods.
The multi-class logistic regression model of Eq. (2.37), is generalized to the Gibbs distribution5 . The probability of an output y, given an input x, is defined by:
p(y|x) =


1
exp E(x, y, w) ,
Z(x)

(2.41)

where Z(x) is an image-dependent normalizing term known as the partition function:
Z(x) =

X

y 0 ∈Y


exp E(x, y 0 , w) .

(2.42)

To train the parameter vector w, we resort once more on minimizing the negative loglikelihood of the ground truth output yi for input i, `L (xi , yi , w) = − log p(yi |xi , w).

For the SVM framework, we use the margin-rescaling structured SVM (Tsochantaridis
et al., 2005; Taskar et al., 2003), which generalizes `CS of Eq. (2.39), to:
`MR (xi , yi , w) =



max

y∈Y\yi




∆(y, yi ) + E(xi , y, w) − E(xi , yi , w) ,


(2.43)

+

where Y\yi denotes the set of all possible outputs except yi , and ∆(y, yi ) quantifies the
incurred cost for predicting y, while the ground-truth output is yi . The zero-one loss, for
example, is defined by ∆(yi , yi ) = 0, and ∆(y, yi ) = 1, for all y 6= yi . Learning this
model requires frequent evaluation of the loss-augmented prediction step:
max (∆(y, yi ) + E(xi , y, w)).

y∈Y\yi
5

(2.44)

While the Gibbs distribution is often defined using the negative energy, we use the positive energy to
make a clear relation to the SVM framework and the multi-class algorithm.
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After learning, both models assign the output which highest energy to an input x:
y ∗ = argmax E(x, y, w).

(2.45)

y∈Y

To allow for efficient structured-output estimation, we have to impose constraints on the
energy function E, since in itself it contains both:
• Multi-class classification, by setting E(x, y, w) = wy> x.

• Independent label classification, by setting E(x, y, w) =

PL

l=1

yl wl> x.

An intermediate model encodes some form of structure in the output labels, e.g. by modeling pairwise label interactions in a tree-structure. By restricting interaction terms between the labels, inference in these models, e.g. computing the partition function or the
loss-augmented prediction, can be performed by standard message passing algorithms,
such as belief propagation (Bishop, 2006).
The loss-augmented prediction of Eq. (2.44) has, in general, the same complexity of computing the partition function of Eq. (2.42). However, there exist classes of functions for
which the max operator can be more efficiently solved than the sum operator. The most
notable example is the class of sub-modular functions imposed on the interaction terms.
Sub-modular functions are used, for example, in image segmentation, where the output
is a binary foreground/background segmentation map, and each pixel is connected to its
neighbors. While computing the exact partition function for these models is NP hard, for
sub-modular pairwise terms the (loss-augmented) prediction can be efficiently computed.
Structured loss functions Until now we have assumed that the performance measure
of interest is the zero/one loss, where only the correct classification leads to a zero loss,
and any other output obtains a loss of 1. However this is not always an appropriate loss
for the given task. For example in the multi-label case, predicting all but one of the
labels correctly, should not obtain the same loss as predicting all labels incorrect. Another
example is when the final performance is measured by the average precision over a ranked
list of output labels for a specific input.
Using the structured SVM approach, it is relatively straightforward to learn for a specific
loss function. Just by defining a suitable cost function ∆, which is imposed to satisfy:
∆(y, y) = 0

and

∆(y, y 0 ) ≥ 0, for y 6= y 0 .

For learning it is desirable that the loss-augmented prediction of Eq. (2.44) is efficiently
computable. Therefore it is often imposed that the cost function and the energy function
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have the same decomposition over the labels in y. Structured SVMs have, for example,
been used to optimize document ranking with average precision loss (Yue et al., 2007),
and to optimize image classification using a ranking loss (Weston et al., 2011).
In the probabilistic framework a more general loss can be accommodated by, instead of
minimizing for the log-loss `L , minimizing the expected cost:
`EC (xi , yi , w) =

X

∆(y, yi ) p(y|xi , w),

(2.46)

y∈Y

where ∆ denotes a suitable cost function.

2.2.2

Non-parametric nearest neighbor classification

In the previous section we have discussed a series of classification models parameterized
by a vector w. This parameter vector could be obtained from a training set using logistic regression or SVMs. In this section we discuss non-parametric nearest neighbor
classification methods, which directly use the training images to classify a new input.
The k-Nearest Neighbor (k-NN) method classifies an input based on a majority vote
among the k closest samples from the training set. k-NN is a local learning approach,
since the classification function is only approximated among these nearest neighbors. It
is also called a lazy method since there is no training stage involved, only at test time is
the input compared to all samples from the training set. This shows the strong resemblance between k-NN classification and image retrieval models. k-NN classificiation is
essentially a retrieval task of finding the k relevant samples for the query input.
While the k-NN algorithm is amongst the simplest of all machine learning algorithms it
has some favorable properties.
• It has strong theoretical guarantees, in the limit of infinite data it approaches the
Bayes optimal error rate, for a specific value of k (Cover and Hart, 1967).
• It is a non-parametric model, which does not assume any particular distribution on
the training data, and where k balances between the smoothness (large k) and the
capacity (small k) of the local decision boundary.
• It allows to incorporate new images and new classes by just adding them to the
database.
A common choice is to use the Euclidean (`2 ) distance to define the nearest neighbors.
While the performance of k-NN, using the `2 distance, is guaranteed to approach the
Bayes optimal error in the limit of infinite data (Cover and Hart, 1967), the performance
depends critically on the chosen distance function when a finite amount of data is used.
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Figure 2.11 Schematic illustration of LMNN, (left) the Euclidean space where target
neighbors and impostors are equally close to a query, (right) the optimized distance so
that the target neighbors lie within a small radius around the query, and the impostors lie
outside this radius by some margin. Image courtesy of Weinberger and Saul (2009).
Metric learning methods aim at learning a task-specific metric to compare two images.
There is a large body of literature on metric learning, for different tasks and for different
types of inputs, such as images, text documents and DNA-sequences.
In this section we focus on metric learning methods which are designed for image classification problems. We describe two metric learning approaches: LMNN (Weinberger
et al., 2006) and TagProp (Guillaumin et al., 2009a). We will use TagProp in Chapter 3
and LMNN in Chapter 5.
Large margin nearest neighbor classification This method, LMNN, is introduced
in (Weinberger et al., 2006; Weinberger and Saul, 2009) and learns a Mahalanobis distance optimized for k-NN classification. The Mahalanobis distance between input i and j
is given by:
dM (xi , xj ) = (xi − xj )> M (xi − xj ),

(2.47)

where M is the D × D positive semidefinite Mahalanobis matrix, and D the dimensionality of the representation of the input xi .
LMNN tries to ensure that for each image i, a predefined set of target neighbors from
the same class are closer than any samples from other classes by a large margin. See
Figure 2.11 for an intuition about this method.
The margin criterion of LMNN leads to a convex optimization based on the hinge loss:
X X
`LMNN (xq , Pq , Lq , M ) =
[1 + dM (xq , xp ) − dM (xq , xn )]+ ,
(2.48)
p∈Pq n∈Nq

where Pq is the set of selected target-neighbors for input q, which are pulled towards each
other, and Nq is the set of non-target neighbors which are pushed away. For each training
input q, its target neighbors Pq and non-target neighbors Nq have to be defined in advance.
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TagProp This method, introduced in (Guillaumin et al., 2009a), is a weighted k-NN
method designed for multi-label classification. It propagates the labels from the training
set, according to a learned weighing function, to a test image.
TagProp uses a probabilistic formulation, where a Bernoulli distribution models the relevance of label l ∈ {1, . . . , L} for input x, which is defined as:
p(yl = +1|x) =

X

p(yl = +1|j) p(j|x),

(2.49)

j∈N

where N denotes the set of all training images, and p(yl = −1|x) = 1 − p(yl = +1|x).
The probability of training sample j predicting label yl = +1, is given by:
p(yl = +1|j) = [[yjl = +1]](1 − 2) + ,

(2.50)

where yjl ∈ {−1, +1} denotes the absence or presence of label l in the ground-truth
annotation of image j, and where  is used to avoid zero prediction probabilities.
The probability of sample j predicting the tags for input xi , is defined as:
exp −dθ (xi , xj )
p(j|xi ) = P
,
j 0 exp −dθ (xi , xj 0 )

(2.51)

where θ is a parameter vector controlling this probability function. This probability can
be based on the rank, e.g. by dθ (xi , xj ) = θk , where k is the rank of sample j w.r.t. query
input i, or by distance, e.g. using a weighted combination of base distances between samples i and j, dθ (xi , xj ) = θ > dij , where the distances are collected in vector dij . The
performance difference between the rank and distance based formulations is experimentally shown to be small in (Verbeek et al., 2010).
To estimate the parameter vector θ we maximize the log-likelihood of the predictions of
training annotations:
X
L=
log p(yil |xi ),
(2.52)
i,l

using its gradient:
∇θ L =

X X
i

j∈N\i


p(j|xi ) − ρij ∇θ dθ (xi , xj ),

(2.53)

where N\i denotes the set of all training samples, except sample i, and ρij denotes the
weighted average over all labels l of the posterior probability of neighbor j for image i
given the ground-truth label:
ρij =

X p(yil |j)p(j|xi )
l

p(yil |xi )

.

(2.54)
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To reduce the computational cost of training the models, we do not compute all pairwise
distances d(xi , xj ), but rather use a large set of k neighbors for each training sample i.
The probability of the remaining samples p(j|xi ) is set to zero. After selecting the k
neighbors for each image, TagProp scales linearly with the number of training images.
For a label to receive a high probability, it needs to be present among most of the neighbors
of an input with a significant weight. This is, however, unlikely to be the case for rare
labels. To boost the probability of rare labels in the annotation vocabulary, word-specific
logistic discriminant models could be used:
p(yl = +1|x) = σ(αl pl (x) + βl ),

(2.55)

where pl (x) is the score function for label l given input x as defined by Eq. (2.49). This
word-specific sigmoid model adds 2 parameters for each word, and in practice the parameters θ and [αl , βl ]Ll=1 are estimated in an alternating fashion.

2.2.3

Benchmark: SVM versus TagProp

In this section we compare SVM and TagProp on the data set of the ImageClef 2010
Visual Concept Detection and Annotation Task (Nowak and Huiskes, 2010). The data set
consists of 8,000 training images and 10,000 test images, each image is provided with
their Flickr-tags, and manually annotated with 93 concepts. For an illustration of the data
set and the different concepts see Figure 1.3. We will also use this data set in Chapter 4,
where we will describe it in more detail.
We discuss the results obtained using FV image representations, extracted on densely
sampled SIFT and LCS descriptors, which are projected to 64 dimension with PCA. We
use 256 visual words, spatial layouts (1 × 1,2 × 2, 1 × 3), and power and `2 normalization
as described in detail in Section 2.1. For both types of local features, the dimensionality
of this representation is 256K.
We also consider a multi-modal approach by including a textual feature based on the
presence and absence of the ±700 most frequent Flickr-Tags. We apply `2 normalization
on this binary feature vector, and obtain ti as a textual feature vector. For TagProp we
define textual nearest neighbors based on hti , tj i.
The performance is measured by using mean Average Precision (MAP), which computes
the mean over the average precision of the image ranking per label. We also use its
inverse iMAP, which computes the mean over the average precision of the label ranking
per image.
For the SVM experiments we have used linear SVMs, using early fusion of features if
multiple are used, and cross-validated the weight λ of the regularization term.
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Features

SVM

MAP
k-NN TagProp

SVM

iMAP
k-NN TagProp

LCS
SIFT
Text
LCS+SIFT
Text+LCS+SIFT

32.8
35.5
32.6
38.9
45.5

29.9
33.4
33.3
35.6
42.6

71.8
73.8
65.8
76.0
77.6

71.3
72.9
69.0
73.4
73.9

30.8
34.5
33.8
36.4
43.7

72.4
74.4
71.0
75.3
77.2

Table 2.2 Overview of the performance of SVMs and TagProp on the ImageClef’10 data
set, using the same image and text representations. For each feature and each evaluation
measure the best performing method is indicated in bold.
For TagProp, we have employed the rank-based version, using K = 1, 000 nearest neighbors, and applying the word-specific modulations. Since we only have to estimate a limited number of ±1, 000 parameters, we do not use a regularization term. To obtain K
nearest neighbors from d different similarity measures, we select from each similarity
measure the Kd = dK/de neighbors.
Results In Table 2.2 we show an overview of the performance obtained by using SVM,
k-NN and TagProp for different features and combinations of features. For each feature
and each evaluation measure the best performing method is indicated in bold. The SVM
and TagProp methods using the combination of Text, SIFT and LCS features, are the two
best performing submissions to the ImageClef’10 challenge (Nowak and Huiskes, 2010),
for more details see (Mensink et al., 2010a).
From the results, we first observe that using a combination of several features always improves results, for all three methods, and for both the performance measures. Specifically
when using a combination of the heterogeneous visual and textual features, the performance significantly increases.
Second we observe that the performance of the three classification methods is rather similar. Especially when compared to the performance difference of using a single feature
versus combining features. Also, when compared to the performance differences of different encodings strategies, as is shown in Section 2.1.2, Table 2.1. However the learned
weighting of TagProp performs consistently better than k-NN, most clearly on the iMAP
measure.
From these observations we conclude, that both SVMs and TagProp are competitive performing image classification methods. Each having its own advantages, while SVMs
outperform TagProp using the combinations of features for this data set, and allow for
fast parallel training of accurate classifiers, TagProp learns only a small set of classindependent weights. This allows, for example, for generalizing to new classes, and
TagProp is, due to the small number of parameters to learn, less prune to over fitting
when more noisy annotations are used (Verbeek et al., 2010).

3
Weighted Transmedia Relevance
Feedback for Multi-Modal Retrieval

Retrieval using weighted transmedia relevance feedback.
The visual query is used to select a few documents based
on their visual similarities. Then, the textual parts of these
documents are used as a query to rank all documents.
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In this chapter, we address the goal of exploiting multi-modal image databases, where
each image is accompanied by different types of meta-data, such as an image-caption,
a set of keywords, or location information. We consider two tasks. First, multi-modal
image retrieval, where a query consists of an image with a textual description, and where
the goal is to rank the images from the database on their relevance for the query. Second,
we consider image auto-annotation, where the goal is to assign the relevant labels to
a query image. For this task we use TagProp and therefore propagate the labels from
the query’s nearest neighbors in the multi-modal data set. The query itself, however,
consists of only an image. To take advantage of the multi-modality of a database we use
transmedia relevance feedback models. These models assign similarity scores between
two documents based on generalized pseudo-relevance feedback models. Parts of this
chapter have been published in (Mensink et al., 2010b).

3.1

Introduction

Multi-modal data arise throughout the internet, for example on social media websites
showing images and videos with comments, location and keywords (e.g. Flickr, Facebook
and Youtube) and on news websites publishing articles with photographs (e.g. BBC News
or Yahoo! News)1 . The textual meta-data often describes, to some extent, the visual
content of the images, although they are not specifically created for this purpose, see the
two examples in Figure 3.1.
The nature of these multi-modal databases indicates the need for methods that effectively
combine the different modalities present in documents, to access these data using e.g.
clustering, classification, and retrieval techniques. The great potential of exploiting the relation between the different modalities can be understood by viewing the different modalities in a document as forms of mutual, albeit noisy, supervision. Which, in addition, is
1

The respective urls are: www.flickr.com, www.facebook.com, www.youtube.com, news.
bbc.co.uk, and news.yahoo.com
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President Barack Obama greets people on the tarmac
after arriving at John F. Kennedy International
Airport, Monday, July 30, 2012, in New York.
AP Photo — Jason DeCrow

The Netherlands, United States, Australia and Canada
compete in the Men’s Pair Heat 2 on Day 1 of the
London 2012 Olympic Games at Eton Dorney on July
28, 2012 in Windsor, England.
Photo by Streeter Lecka — Getty Images

Figure 3.1 Examples of news photographs, illustrating the fact that captions partly describe the visual content of the images. The images are taken from Yahoo! News website.
usually straightforward to obtain, while it is often expensive to create a large manually
annotated database. Recently, this idea has been leveraged to learn recognition models
from little or no manual supervision, for example, for face recognition based on image
captions (Berg et al., 2004; Guillaumin et al., 2012), accurate object recognition models
learned from noisy search engine results (Schroff et al., 2007; Krapac et al., 2010), and
action recognition in video using script alignment in combination with text classification
to obtain noisy annotation of video clips (Laptev et al., 2008).
Most of the current retrieval systems, however, use only a single modality for retrieval,
following one of two paradigms.
• Query-by-text is used by most internet image search engines, where a user provides a textual description of the target images, and the text in the meta-data of the
images is used to rank the images.
• Query-by-example is used for similar image search, where the user provides an
example image and visual similarity is used to rank the database images according
to their relevance; this approach has recently shown to be successful for image
auto-annotation (Makadia et al., 2008; Guillaumin et al., 2009a).
Multi-modal document retrieval differs from this line of work in the sense that it exploits
the multi-modal aspect of the database. Also the query might be composed of multiple
modalities, e.g. a query could consist of text along with an image.
As opposed to classical late or early fusion methods to combine multiple modalities, we
use transmedia relevance feedback models. This is an intermediate level fusion method,
that models the correlations between the different modalities based on mono-modal similarity measures. It generalizes the pseudo-relevance feedback principle, by changing
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modality at the query expansion step (Chang and Chen, 2006; Clinchant et al., 2007). For
example, for the visual part of a query, visual similarities are used to select the set of most
similar documents to this query. In the query expansion step the textual modality of these
documents are used to rank all documents in the database. These methods have shown
good performance in multi-modal retrieval tasks, e.g. at the ImageClef Retrieval evaluations (Müller et al., 2010). These systems are also able to handle documents or queries
with only a single modality, and therefore they are also suitable for tasks such as image
annotation.
Transmedia relevance models, like pseudo-relevance feedback models, require a few parameters to be set, such as the number of documents used in the query expansion step,
and the weighing of the documents retrieved from the expanded query. In this chapter we
introduce two parametrizations for transmedia relevance models, and we learn these parameters automatically from training data. The advantage of these learned parametrized
models is that we can combine a larger number of retrieval functions.
For multi-modal image retrieval we use a combination of several mono-modal distances
and transmedia distances. We compare two models to learn the parameters of the late
fusion weights and the transmedia distances from training queries. Each training query
has a set of documents labeled by their relevance. Since we encounter a large difference in
the distribution of retrieval scores for relevant and non-relevant documents across different
training queries, we introduce a method to correct for these inter-query variations in order
to learn better parameters.
For image auto-annotation, we extend TagProp, see Section 2.2.2, with the proposed transmedia relevance models. This allows TagProp to exploit the textual relations between
documents in the training set, even though the query consists of only an image. Our experiments on multi-modal document retrieval and image auto-annotation, show that our
models outperform current state-of-the-art results.
The chapter is organized as follows. In Section 3.2 we provide an overview of related
work on multi-modal document retrieval and multi-label image classification. In Section 3.3 we introduce two different parametrizations for transmedia relevance models. In
Section 3.4 we present our approaches to learn these parameters on retrieval models, and
introduce the query correction terms. In Section 3.5 we describe the extension of TagProp
with the transmedia relevance models for image annotation. In Section 3.6 we present
experimental results. We present our conclusions in Section 3.7.

3.2

Related work

In this section we discuss the related work for multi-modal image retrieval and image
auto-annotation methods which are the most relevant to our work.

3.2. R ELATED WORK
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Multi-modal document retrieval Learning to rank is an active area of research, which
is partly due to its relevance for improving web search engines and due to the availability
of large data sets, e.g. the LETOR text-retrieval data set (Qin et al., 2010). Most work
focuses either on mono-modal text or image retrieval, however the proposed approaches
are independent of which modality is used, for an extensive overview see (Li, 2011).
Different approaches that have been proposed for retrieval based on keywords include,
using a probabilistic cost function (Burges et al., 2005), SVM-based methods (Joachims,
2005; Frome et al., 2007), and online passive-aggressive discriminative learning (Grangier and Bengio, 2008). Recently large-scale (image) data sets are used for query-by-text,
see e.g. (Checkik et al., 2010; Weston et al., 2010) and for query-by-example image retrieval (Jégou et al., 2010; Perronnin et al., 2010a).
In multi-modal document retrieval the dominant approach is, also, to use only one of the
available modalities, either the textual or the visual similarity is used. However, methods that combine different modalities can improve retrieval performance on multi-modal
databases, e.g. (Müller et al., 2010; Ah-Pine et al., 2010). The methods combining several
modalities can be roughly divided into ones that use late fusion or early fusion models.
Late fusion models are attractive due to their simplicity. For each modality a separate
retrieval function is defined and the final score for a document is the weighted sum of
these scores. The combination might be obtained by a simple averaging of ranking scores
from models learned on the different modalities, or by learning an additional fusion model
(e.g. a linear combination, or a more complex function) that depends on the mono-modal
scores. An advantage of these models is that they combine mono-modal similarities for
which exist well engineered retrieval systems, and which are well studied; see for a recent
overview of text retrieval e.g. (Manning et al., 2008), and for content based image retrieval
e.g. (Datta et al., 2008). Nevertheless, despite the simplicity of late fusion models, they
have the disadvantage that they are unable to exploit the correlations between the different
modalities, since each modality is treated independently. Furthermore, they can only
handle query and document pairs which have the same modality, i.e. they can not assign
a relevance score to a visual document for a textual query.
Early fusion models attempt to exploit the correlations between the different modalities by
finding a joint representation. The joint representation should allow for the heterogeneity
of the different modalities, due to variations in their level of semantic meaning (words
vs. low level image features), and due to different dimensionalities. An example of early
fusion is the concatenation of histograms, which we used in Section 2.2.2 to combine
textual and visual data. Another example of early fusion are topic models, which can be
used to learn a joint distribution over image features and words, and have been used for
image annotation (Barnard et al., 2003).
Different authors have found mixed results when comparing early and late fusion methods
for image and video classification tasks (Snoek et al., 2005; Kludas et al., 2007); the
best strategy seems to vary across the different classification tasks. Similarly, for multi-
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modal document retrieval late fusion is the most used approach, however, early fusion
techniques are (sometimes) found to perform better depending on the data set and the
queries (Depeursinge and Müller, 2010).
Transmedia relevance feedback Intermediate fusion models have been recently introduced to alleviate the drawbacks of early and late fusion, by exploiting the correlations
between the different modalities, while using mono-modal similarities. These models
are also known as transmedia or cross-media relevance models, since they are based on
pseudo-relevance feedback, but in the query expansion step the modalities are switched.
The relevance feedback model was originally developed in the context of text retrieval (Salton
and Buckley, 1990). It is a query expansion method where a user selects relevant documents from an initial ranking to extend the query. This extended query contains more
relevant keywords, and therefore helps to improve retrieval performance.
Pseudo-relevance feedback models automate relevance feedback; instead of relying on
user feedback, the top k retrieved documents are assumed to be relevant and used to enrich the original query. For example, in text retrieval the most frequent words of the
top k documents are added to the original query and used to obtain the final document
ranking. This often improves retrieval performance since user queries tend to be too
short to precisely capture the user intention, while the extended query is likely to contain words related to the original query terms, and therefore a more robust matching is
obtained. Pseudo-relevance models have also been successfully used in image retrieval
systems (Chum et al., 2007).
These models have been generalized for multi-modal data to transmedia relevance models, where the modality is exchanged in the query expansion step (Chang and Chen, 2006;
Maillot et al., 2006; Clinchant et al., 2007; Ah-Pine et al., 2010). For example, in the first
retrieval step a visual similarity is used, while for the second step a textual similarity is
used, see for a schematic illustration the cover page of this chapter. Transmedia models
are useful for databases where at least some of the documents contain both visual and
textual data.
The advantage of these models over early fusion approaches is that both the query expansion and the document ranking are based on single modalities, although in combination
multiple modalities are exploited. This allows the use of well engineered mono-modal retrieval systems, e.g. specifically developed for text or image retrieval. These approaches
go beyond late fusion of mono-modal retrieval functions, since they exploit the correspondence between the visual and textual content. These correspondences are implicitly
described by the multi-modal representation of the documents in the database.
Another advantage of transmedia models is that they allow the handling of multi-modal
and mono-modal queries in a coherent and principled way. For multi-modal queries the
different modalities in the data set might bring complementary information. While for
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mono-modal queries, the multi-modal data set allows to retrieve, for example, pure-text
documents that are relevant for a pure-image query. In this manuscript we focus on data
sets consisting of images along with a textual representation. The queries are either multimodal, for the retrieval task, or only visual, for the multi-label classification task.

Image auto-annotation The goal of auto-annotation is to predict relevant keywords
from a finite vocabulary for a given image. One solution is to learn a separate binary
classifier for each potential keyword. The current state of the art for image classification
is to use discriminative classifiers, these could be based on e.g. SVMs (Cusano et al.,
2004; Sánchez and Perronnin, 2011), boosting methods (Hertz et al., 2004), or ranking
losses (Grangier and Bengio, 2008; Weston et al., 2011). However these approaches might
become costly when large and dynamic image sets are used, and especially in the case that
the data set contains a large number of classes.
An alternative solution is using local learning techniques, where a test image is annotated
using the labels from similar images in the training set. Given the increasing amount of
training data that is currently available, these techniques become a simple yet powerful
alternative to the discussed discriminative models. Local learning techniques have been
used, for example for methods based on label diffusion over a similarity graph of labeled
and unlabeled images (Liu et al., 2009; Pan et al., 2004), or for learning discriminative
models in the neighborhood of test images (Zhang et al., 2006).
Recently, these nearest neighbor based methods have shown excellent performance for
image auto-annotation (Makadia et al., 2008; Guillaumin et al., 2009a; Deng et al., 2010).
Also, they can outperform discriminative trained classifiers when only noisy training labels are available, such as Flickr tags (Verbeek et al., 2010). In contrast to these models, where the neighbors are found purely on visual information, we integrate transmedia
models in TagProp (Guillaumin et al., 2009a, see also Section 2.2.2). Which allows the
neighbors of a query image to be defined using also the textual data in the data set.
In the previous chapter we have also discussed image annotation in a multi-modal setting.
In Section 2.2.2, we compared the performance of TagProp with SVMs, in a setting where
for each training and test image also the Flickr tags were provided. We have observed
that using both modalities significantly improved the results. The setting in this chapter is
different, since we assume to have a multi-modal training database, but during test time
only the image is available as input.
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Similarity

Text Query

Image Query

Direct
Pseudo-relevance
Transmedia

st (q, d)
stt (q, d)
stv (q, d)

sv (q, d)
svv (q, d)
svt (q, d)

Table 3.1 Overview of possible similarities when using visual and textual modalities.

3.3

Parametrized transmedia relevance feedback

In this section we introduce our parametrized models for transmedia relevance feedback.
Our parametrized models are inspired on the model of Ah-Pine et al. (2008), which defines
the transmedia similarity sab between a query q and a document d as:

sab (q, d) =

k
X

sa (q, di ) sb (di , d),

(3.1)

i=1

where a and b denote the used modalities, sa and sb are mono-modal similarities, di
denotes the i-th most similar document to q according to sa , and k is the number of queryexpansion neighbors. The multiplication of the scores is used to give higher importance
to documents that are similar according to both similarities. In our experiments we use
visual and textual modalities, an overview of the direct, pseudo-relevance, and transmedia
similarities, which we use is given in Table 3.1. For now, we assume that for each modality
a similarity measure is available, in Section 3.6 we describe the exact visual and textual
similarities we use.
We will now present two parametrized alternatives for Eq. (3.1), which have the advantage
that the parameters can be learned from training data for the task at hand.
In the first parametrization, we associate a fixed, rank-based weight with each of the k
most similar documents. Using γi as the weight for the i-th neighbor, we define:

sab (q, d) =

k
X

γi sa (q, di ) sb (di , d).

(3.2)

i=1

Clearly, this model includes the equal weighting of the first k neighbors (Eq. (3.1)), as a
special case when γi = 1 for all neighbors. Since we expect a positive relation between
the neighbor similarities and the final similarity, we can impose non-negativity constraints
on the coefficients γi of the linear combination. Further, since the neighbors are ordered
on their distance, we expect that the weight of neighbor i + 1 should not exceed that of
neighbor i, i.e. γi ≥ γi+1 . Both constraints allow for better generalization, and they define
a convex set of feasible γi values.
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The second model we use satisfies the non-negativity and ordering constraints by construction. We use the soft-max function on the first similarity sa (q, d0 ) to define the following weighting over the neighboring documents:
sab (q, d) =

k
X

s̃a (q, di ) sb (di , d),

(3.3)

i=1

where
exp(γ sa (q, di ))
s̃a (q, di ) = Pk
.
j=1 exp(γ sa (q, dj ))

(3.4)

This model has only a single parameter γ to set, which determines the rate of the exponential decay. The weights assigned to neighbors vary smoothly with the similarity, which
might be advantageous. Consider for example two documents di and dj that are very similar to a query q, e.g. sa (di , q) = sa (dj , q) +  for a small . In this example the rank-based
weights of the two documents can change substantially depending on γi , γj , and the sign
of . On the contrary, in the soft-max model the weights of the two documents will remain
close as desired.
In the following sections we will use these transmedia relevance similarities for multimodal document retrieval and multi-label image classification.

3.4

Learning score functions for multi-modal retrieval

In the previous section we have introduced parametrized versions of transmedia relevance
feedback models. In this section we define score functions to combine several distance
functions, which we use to rank the documents of the database for a specific query. We
consider two learning objectives to learn the parameters of the retrieval functions, and we
introduce query-dependent scaling parameters to allow for better generalization.
We define the retrieval function f as a linear combination of several similarities:
f (q, d) = w> xqd .

(3.5)

where xqd denotes the vector of similarities between query q and document d, and w is
a parameter vector that controls the late fusion of these similarities. In what follows, we
use fqd as a short-hand for f (q, d).
Note that xqd might also be controlled by a set of parameters γ, depending on the used
similarity functions. We learn all parameters θ = [w; γ] using training data which consists of queries q with corresponding lists of relevant and non-relevant documents, denoted
Rq and Nq respectively for a query q. In practice, they might be automatically obtained
from e.g. click-through logs, although the labeling would be noisy in that case. We consider two different classification models to learn these parameters.
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Relevance Classification (RC) This model defines the retrieval task as a binary classification problem where query-document pairs have to be classified as either relevant or
non-relevant. The RC model has also been explored for text retrieval in Lewis (2001).
We use yqd ∈ {−1, +1} to denote the non-relevant or relevant label of a query-document
pair, and define the class probabilities using the logistic discriminant model as:
p(yqd = +1) = σ(f (q, d)) = σ(w> xqd + w0 ),

(3.6)

where σ is the sigmoid function, and w0 is a bias term which does not affect the ranking.
The objective is to maximize the log-likelihood of correct classification of all querydocument pairs:
LRC =
=

XX
q

X
q

ln p(yqd = +1) +

d∈Rq

X

ln p(yqd = -1),

d∈Nq

X

(3.7)

ln σ(yqd fqd ).

d∈(Rq ∪Nq )

The objective function is concave in w and w0 , and can be optimized for example using
gradient-based methods. The derivative of LRC w.r.t. θ is given by:
X
∂LRC
=−
∂θ
q

X

σ(−yqd fqd )

d∈(Rq ∪Nq )

∂fqd
.
∂θ

(3.8)

Comparative Classification (CC) Learning a classifier to predict document relevance
might not be optimal if the goal is to perform ranking on the score function. Instead, we
can learn a score function based on pair-wise comparisons, that tries to ensure that each
relevant document has a larger score than each non-relevant document. To this end, we
define a classification problem over pairs consisting of a relevant document d ∈ Rq and a
non-relevant one d0 ∈ Nq . Using the relevance labels yqd and yqd0 as before, the goal is to
predict which of the two documents is the relevant one and which is the non-relevant one:
p(yqd > yqd0 ) = σ(f (d, q) − f (d0 , q)).

(3.9)

The objective in this case is to maximize the log-probability of correct classification of all
pairs for each query:
LCC =

XX X
q

d∈Rq d0 ∈Nq

ln p(yqd > yqd0 ).

(3.10)
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As before, the model is concave in w and w0 , and can be optimized using gradient-based
methods. The derivative of LCC w.r.t. the parameters θ is given by:


XX X
∂LCC
∂fqd ∂fqd0
=−
σ(fqd0 − fqd )
−
.
∂θ
∂θ
∂θ
0
q d∈R d ∈N
q

(3.11)

q

A similar model has been used in text retrieval using the hinge loss (Joachims, 2005).
In the context of text retrieval, it has been shown that combining these models (RC and
CC) could be beneficial, since they encode complementary information (Zheng et al.,
2008). However, learning the trade off between the two losses is non-trivial, and requires
e.g. cross-validation on the used data sets, therefore we do not consider this combination. To the best of our knowledge the two models were not compared before to learn
transmedia relevance feedback models.
Correcting for inter-query variations The above objective functions to learn the parameters are defined by summing log-likelihood functions for different queries. In practice we encounter large differences in the distribution of similarities for relevant and nonrelevant documents across different queries. Not only does the mean similarity value
between the query and the relevant documents changes significantly, also the variance of
these similarities varies significantly across queries.
For the ranking performance this does not pose any problem, since ranking is invariant
to additive and (positive) multiplicative variations of the scoring function. The objective
functions defined above, however, are not invariant to these transformations. The problem
is that the objective function optimizes macro-precision —a single cut-off point used for
all queries— while we are interested in maximizing micro-precision where a different
cut-off point is used per query (Perronnin et al., 2009).
To render the objective functions invariant to additive and multiplicative constants per
query, we redefine the retrieval function of Eq. (3.5) as:
f (q, d) = αq (w> xqd ) + βq ,

(3.12)

where αq and βq are free parameters in the optimization. Using Eq. (3.12) as scoring function makes the learning objectives LRC and LCC bi-concave, given w they are concave in
α, and β, and given α they are concave in w and β. It is important to note that we do not
need αt and βt for a test query t, since the ranking is not affected by these multiplicative
and additive query specific variables.
The idea of using a correction bias (βq ) was introduced independently from our work for
text retrieval in (Ailon, 2009). Ailon calls it the ‘intercept’ with the intuition to allow for
different relevance criterion for different queries. In our experiments we observe that not
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Figure 3.2 Illustration of the effect of using query dependent correction terms for the
RC model. For ten queries (organized vertically) we show the distribution of f (q, d) for
relevant documents (×) and non-relevant ones (◦). Without using correction terms we
obtain w = [3.1, 2.7]> (left), while including them yields w = [5.1, 9.1]> (right).

only the bias is query dependent, but also the scaling of the similarity scores, which is
corrected for by αq .
In Figure 3.2 we illustrate the effect of learning the αq and βq parameters in practice,
in a setting where we combine a textual mono-modal similarity, with an image-to-text
transmedia similarity. It shows that without these terms it is difficult to find a single cutoff on the score to discriminate relevant and non-relevant documents. When the correction
terms are included, the retrieval scores f (q, d) for relevant and non-relevant documents
across different queries become more comparable. Importantly, note that the learned
values for late fusion weights w are qualitatively different: without the correction terms
more weight is given to the first similarity measure, while the situation is reversed when
correction terms are used.

Implementation of the learning algorithms In this section we describe the implementation of the learning algorithms, the gradients used for optimization and how we learn
for the parameters of the transmedia models.
The learning algorithm maximizes the objective function (LRC or LCC ), using gradient
ascent, over a set of training queries with associated sets of relevant and non-relevant
documents. See Algorithm 1 for an overview of the learning procedure.
When using the rank-based formulation of the transmedia feedback models from Eq. (3.2),
the transmedia similarity sab (q, d) is a linear function of γi . Therefore we can absorb γi
into w and the combined distance sa (q, di )sb (di , d) into the vector xqd . Lets assume that
we combine two similarities, and that w = [wa , wab ] and xqd = [sa (q, d), sab (q, d)].
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while not converged do
maximise L w.r.t. γ (when using soft-max Eq. (3.3));
maximise L w.r.t. w (and {βq } for LRC );
maximise L w.r.t. {αq } (and {βq } for LRC );
calculated log-likelihood with current parameters;
check for convergence;
end
Algorithm 1: Iterative learning of ranking functions for θ = {w, γ, {αq }, {βq }}.
Absorbing the linear transmedia similarity sab into these vectors, means that wab and xab
are redefined to:
wab = [γ1 , . . . , γk ],

(3.13)

xab = [sa (q, d1 )sb (d1 , d), . . . , sa (q, dk )sb (dk , d)].

(3.14)

Thus, we can directly learn a linear weighting of neighbors for transmedia feedback, while
also combining several mono-modal or multi-modal similarity measures.
When using the soft-max weighting for transmedia feedback as in Eq. (3.3), we iteratively
optimize over γ for fixed w, and w0 , and then over w and w0 for fixed γ. The optimization
over γ is not convex, and we use an approximate second order gradient ascent method.
If we include the correction terms αq and βq , the learning objective functions remain as
before. Except that we will now maximize not only over the generic linear combination
w, but also over the query specific auxiliary variables {αq , βq }. Since the score function
is now bi-linear in the parameters, we optimize it in alternation over w and the αq , which
is a convex problem in both cases. The βq parameters are optimized jointly with both w
and the αq . The bias terms βq are only used in the RC model, since they cancel out in the
CC model.
For the optimization of LCC and LRC we use gradient ascent algorithms, and we have
given the gradients of these models in Eq. (3.8) and Eq. (3.11) respectively. However, we
still need the derivatives of fqd w.r.t. the parameters θ. The derivatives for w, αq , and βq
are trivial to derive. The derivative for γab which controls the soft-max of sab , is given by:
!
k
k
X X
X
∂fqd
= wab
αq
s̃a (q, di )sb (di , d) sa (q, di ) −
s̃a (q, dj )sa (q, dj ) , (3.15)
∂γab
q
i=1
j=1
where wab denotes the corresponding entry in w.
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3.5

Image annotation with transmedia distances

In this section we apply the parametrized transmedia relevance models to the problem
of image annotation. We extend TagProp to use transmedia relevance models to define
nearest neighbors. While the query image to be annotated consists of only visual content,
these models allow us to exploit the textual and visual modality of the training set.
We have described TagProp in Section 2.2.2, it is a weighted nearest neighbor approach,
to propagate labels from training images to a query image. The probability of label yl for
an image xi is given by:
p(yl = +1|xi ) =

X

p(yl = +1|j) p(j|xi ),

(3.16)

j∈N

where we define the probability p(j|xi ), based on the distance between i and j as:
exp(−w> dij )
P
p(j|xi ) =
>
j 0 exp(−w dij 0 )

(3.17)

where the vector w defines the weights for the combination of the different distances
between image xi and xj collected in the vector dij .
To include the idea of transmedia relevance feedback, we define a transmedia distance
between the visual query image and the textual concepts of the data set. Inspired by the
transmedia scores of Eqs. (3.2-3.3), we explore two visual-to-textual distance measures2 .
We define the linear transmedia distance as:
dvt (i, j) =

X

γk dv (i, k) dt (k, j),

(3.18)

k

and the soft-max transmedia distance as:
d˜vt (i, j) =

X

d˜v (i, k) dt (k, j),

(3.19)

k

where
exp(−γ dv (i, k))
d˜v (i, k) = P
.
0
k0 exp(−γ dv (i, k ))

(3.20)

The difference with the pseudo-relevance models used for image retrieval is that we use
distance functions instead of similarity functions. These new transmedia distances can be
added to the vector of distances dij to compute the neighbor weights using Eq. (3.17).
2

Formally the defined transmedia distances are dissimilarity measures, since they do not necessarily
satisfy all conditions of a distance function, e.g. the symmetric condition d(i, j) = d(j, i) is not obeyed
because the k-NN relation is asymmetric.
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while not converged do
minimize log-likelihood L w.r.t. γ parameters
compute d˜vt given the γ parameters
minimize L w.r.t. w using distances dij
check for convergence of the log-likelihood L.
end
Algorithm 2: Optimizing TagProp using soft-max transmedia feedback models.
Learning the parameters of the model Here we describe how to learn the transmedia relevance models using TagProp for image annotation. TagProp maximizes the loglikelihood L of the predictions of training annotations, using gradient based algorithms.
For clarity of presentation we consider a single transmedia component, however extensions to use multiple transmedia components are straightforward.
In the case that we use the linear transmedia distance, Eq. (3.18), each neighbor k from
the initial retrieval step can be used as separate distance which is added to dij , and its
parameter γk is added to the parameter vector w. In this way we can use the original
TagProp learning algorithm and gradient, just with an extended distance vector per queryimage pair.
When we use the soft-max transmedia distance, Eq. (3.19), we optimize iteratively for
γ and w, as described in Algorithm 2. To compute the gradient for TagProp, given in
Eq. (2.53), we need the gradient of the distance function w.r.t. γd , which is given by:
∇γd w> dij = −wd

X
k

d˜v (i, k)dt (k, j) dv (i, k) −

X

!

d˜v (i, k 0 )dv (i, k 0 ) ,

k0

(3.21)

where wd denotes the relevant entry in w.

3.6

Experimental results

In this section we describe our experimental evaluation of the proposed transmedia models
for retrieval and image annotation. We start with providing details of the data sets, the
features and performance measures we have used, then we describe the results for image
retrieval, and for image annotation.

3.6.1

Data sets, features, and performance measures

For the experiments we have used two data sets, the IAPR data set (Grubinger et al.,
2006), and the Corel-5K data set (Duygulu et al., 2002).
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The train station of
Oruro in Bolivia
Humans and a dog at
a platform with grey
stones; a blue and
yellow train on the
left, the station
building on the right.
Oruro - Bolivia

Group photo in the
citadel of
Machu Picchu
Tourists are posing
on a green terrace
with grey walls and
more green terraces
behind them.
Machu Picchu - Peru

Australian Open Men’s Single
Fourth Round
A man in white
(Cañas) is hitting a
forehand on a green
hard court; the net in
the background.
Melbourne-Australia

Iguazú Waterfalls
A brown river in the
foreground; brown
cliffs with dark green
trees and numerous
waterfalls behind it;
a blue sky in the
background.
Iguazú - Brazil

Building; Dog;
Stone; Train

Terrace; Tourist;
Wall

Court; Man; Net

Cliff; River; Sky;
Tree; Waterfall

Figure 3.3 Example images from the IAPR data set, for each image its caption, description, location and keywords from a 291 vocabulary are shown.
The IAPR-TC12 data set3 , has been used for different tasks of the ImageCLEF photo track
from 2006 to 2008. The data set contains 20,000 images along with a caption and a textual
description, see Figure 3.3 for some examples. We use this data set for our retrieval and
annotation experiments.
For the retrieval experiments, we use the 60 queries from the ImageCLEF retrieval challenges of 2007 and 2008. Each query consists of a short description and three images, and
the goal is to rank the images from the database, some test queries are shown in Figure 3.6.
We use the 39 queries from the 2008 challenge as test set, and we use the remaining 21
queries as training set to learn the parameters.
For the annotation experiments, we use the same test and train-split, and the same annotation vocabulary as in (Makadia et al., 2008; Guillaumin et al., 2009a). The vocabulary
contains of 291 keywords, and is constructed from the most common nouns of the descriptions obtained using natural language processing techniques.
The Corel 5K data set4 contains around 5000 images from the Corel CD set, which is a
large collection of manually annotated images. Since the introduction, this data set has
become an important benchmark for image annotation. The annotations consist of one
to five keywords, from a vocabulary of 260 words, and were assigned for the purpose of
keyword-based image retrieval. We use this data set only for our annotation experiments,
using a fixed set of 499 images as test set, and the rest for training. In Figure 3.4 we show
some examples of images with their annotations.
3
4

Available at: http://www.imageclef.org/photodata.
Available at http://kobus.ca/research/data/eccv_2002/.
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Lawn; Bench

Hills; Field;
Valley; Scotland

Sky; Water;
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Sky; Grass; House;
Gate

Water; Buildings;
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Flowers; tulip;
Petals; Stems

Water; Bridge;
Flowers

Tree; Log; Lizard;
Reptile

Figure 3.4

Example images with their relevant labels from the Corel-5K data set.

Visual and Textual Features In this section we describe the visual and textual features
we use for our experiments. We extract different visual features for the retrieval and
annotation experiments, in order to compare the proposed models to the different baseline
approaches.
For the image retrieval experiments, we use the visual features described in (Ah-Pine
et al., 2008). We extract Fisher Vectors on local SIFT and LCS descriptors, and concatenate them in an early fusion style to obtain a single image signature. The similarity
between two images d and d0 is defined as 2 minus the negative `1 distance:
X (k)
(k)
|xd − xd0 |.
(3.22)
sv (d, d0 ) = 2 −
k

For the image annotation experiments we use the same features and distances as used
in (Guillaumin et al., 2009a)5 . These consist of a collection of 15 visual features including, the Gist descriptor (Oliva and Torralba, 2001), color histograms for RGB, LAB and
HSV representations, and BoV histograms computed from quantized SIFT and color descriptors. To compute the visual distances from the descriptors we use `2 as the base
metric for Gist, `1 for color histograms, and χ2 for the BoV histograms. In general we
use these visual features equally weighted and averaged, which we refer to as the Joint
Equal Contribution (JEC) distance. It has been shown that the JEC distance outperforms
any of the individual base distances (Guillaumin, 2010). Unless specified otherwise, we
use JEC as the single visual distance in our annotation experiments.
For the textual similarities, we use two different textual representations, one based on the
(extracted) keywords, and the other on the textual descriptions, the latter is only available
for the IAPR data set.
5

Available at http://lear.inrialpes.fr/data.
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For the representation of the textual descriptions, we use a probabilistic language modeling approach on pre-processed texts (Ponte and Croft, 1998). The pre-processing includes
tokenization, lemmatization, word de-compounding and a standard stop-word removal.
The word counts associated with each document are obtained by adding counts from the
caption, the location, and the description fields of each document. As a similarity measure
between documents d and d0 we use the cross-entropy:
st (d, d0 ) =

X

p(w|d) log p(w|d0 ).

(3.23)

w

To use this similarity in TagProp, we define dt (d, d0 ) = 1 − st (d, d0 ).
The second textual similarity is based on the annotation keywords associated with each
image. We define the tag-distance as the intersection-over-union measure over the ground
truth annotations of documents d and d0 :
dt (d, d0 ) = 1 − |Yd ∩ Yd0 |/|Yd ∪ Yd0 |,

(3.24)

where Yd = {t|ydt = +1} is the set of relevant keywords for document d. We use this
distance only during the annotation experiments.
In this chapter we use the described mono-modal similarities to investigate the influence
of learning transmedia similarities. We have chosen these similarities to be comparable to
our baseline methods. However the obtained results might be improved when the monomodal similarities are also parametrized, and the parameters learned for the task at hand.

Performance Measures The performance of the image retrieval system is measured by
evaluating the different test-queries and calculating the mean average precision (MAP)
and the mean precision-at-k with k = 20 (P@20). MAP is obtained by computing for
each query the average of the precisions measured after each relevant image is retrieved,
and P@20 is obtained by measuring the precision of the top 20 retrieved images.
Image auto-annotation is usually evaluated measuring the keyword based retrieval of the
system, for this we also use MAP, and break-even point precision (BEP) over keywords.
BEP (or R-precision) measures for each keyword (tag) t the precision among the top nt
images, where nt is the number of images annotated with this keyword in the ground
truth. In order to evaluate the performance of an annotation for a given image, we inverse
these measures, and calculate iMAP and iBEP, following (Verbeek et al., 2010). These
measures calculate precision over ranked keywords, and average over all images, instead
of calculating precision over ranked images and averaging over keywords.
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Text
Image
Text-to-image
Image-to-text
Baseline

st
sv
stv
svt
st + 2 svt

MAP

P@20

20.5
14.0
13.3
33.5
40.1

27.4
29.4
24.4
50.9
56.4

Table 3.2 Baseline performance, shown for the two mono-modal and transmedia similarities, and for the baseline approach.

3.6.2

Multi-modal image retrieval

In this section we evaluate image retrieval on the IAPR data set. We explore the different methods for learning the parameters, the different versions of transmedia relevance
feedback, and compare to the state-of-the-art on this data set.
For efficiency reasons, for each document we only store the similarities to the most similar
documents, and set the others to zero. For both the similarities between queries and the
database, and for the similarities between documents in the database we keep only the 200
most similar documents. Except for our baseline, where we follow the approach of AhPine et al. (2008), and use the 1,000 most similar documents for the similarity between
queries and the database.
Baseline method As a baseline method for our retrieval experiments we use the approach described in Ah-Pine et al. (2008), which was the winning entry of the 2008 ImageClef Retrieval challenge (Arni et al., 2008). This method combines the direct textual
similarity based on the language model, Eq. (3.23), with the image-to-text transmedia distance. The transmedia relevance feedback uses equal weighing, c.f . Eq. (3.1), with k = 2
neighbors, and the late fusion weights are used to give more weight to the image-to-text
distance, and are defined as w = [1, 2]> . We will refer to this method as the baseline.
In Table 3.2, we show the performance of the different direct similarity measures, the
transmedia similarities, and the combination used in the baseline method. For the transmedia similarities we use equal weighting of the k = 2 query-expansion neighbors. We
observe that the image-to-text transmedia similarity outperforms any of the other similarities, but combined with the text similarity obtains a significantly higher performance.
Retrieval models with query correction terms In our first set of experiments we compare the objective functions RC and CC to learn the late fusion weights. For these experiments we use the weight vector w to combine the textual similarity st and the transmedia
similarity svt . The transmedia similarity uses equal weighting of each query expansion
neighbor, c.f . Eq. (3.1), and we use different values for k.
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60
Baseline

40

RC

CC

55

50

36

P20

MAP

38

45

34
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1

2

3

4

5

10

Figure 3.5 Performance in MAP (left) and P@20 (right) of the baseline and our models,
for several values of k. For the learned classification models, we show the results without
(lighter bars) and with (darker bars) the query specific correction terms {αq , βq }.
In Figure 3.5 we show the MAP and P@20 scores obtained for the different models,
and compare them to the baseline approach using w = [1, 2]> . We observe that for
both performance measures, for all values of k, and for both learning objectives, the
performance is significantly improved when applying the query correction terms {αq , βq }.
Similarly, we observe for all values of k, both with and without the query correction
terms, and using both performance measures, the CC objective performs better than, or
comparable to, the RC objective. Also, the CC model performs comparably with the
baseline system that uses a manually tuned weight vector.
Best results are obtained when using a relatively low value for k; depending on the performance measure and the method choosing either k = 2 or k = 3 is optimal. This is
in line with the results obtained in (Ah-Pine et al., 2010). In the following experiments
we evaluate our learned transmedia models to assess whether there is truly nothing to be
gained by using larger values of k, or whether the equal weighting of the neighbors is
hindering performance.
Learned transmedia relevance models In our second set of experiments we evaluate
the transmedia weighting schemes: equal weighting, using neighbor ranks, and using the
soft-max function, c.f . Eqs. (3.1-3.3). For the rank-based weights we also evaluate the
effect of imposing positivity and ordering constraints. We only present results obtained
with the CC model including the correction terms, since it was outperforming the RC
model in the earlier experiments. The results are summarized in Table 3.3.
We see that, for a larger value of k our parametrized models substantially improve over the
equal weighting of query expansion neighbors. For increasing values of k the performance
of the equal weighting scheme decreases, while that of our learned soft-max weighting
improves and leads to the best overall results.
It is interesting to observe that for the rank-based weighting it is important to impose
stricter constraints to improve the performance. In particular for larger values of k, where
a larger number of parameters needs to be estimated with a higher risk of overfitting.
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k

Eq. Weighed
MAP P@20

Unconstr.
MAP P@20

Positive
MAP P@20

Pos Ord
MAP P@20

Softmax
MAP P@20

2
5
10
25
50

39.9
39.0
38.0
36.2
34.3

38.7
38.9
38.5
35.7
30.4

38.8
39.2
39.9
37.4
32.9

39.9
40.0
40.1
40.0
39.0

39.9
41.6
42.1
42.1
42.7

56.7
53.3
51.4
48.4
47.0

54.7
54.2
54.5
52.1
43.9

54.8
54.2
55.3
52.4
46.4

56.6
55.7
56.1
55.1
53.4

55.8
58.8
59.3
58.3
59.7

Table 3.3 Results for different definitions of the transmedia component svt , combined
with st by late fusion, using the LCC model. For each value of k the best results are
highlighted bold.
The soft-max model, does not suffer from this problem, since it only requires a single
parameter γ to be learned. The soft-max model outperforms any of the rank-based models
for k > 2.
In Figure 3.6 we illustrate the performance of the CC model for six queries, learned
with query correction terms, and soft-max weighting (with k = 50) in the transmedia
component.

Combining all six similarities For the experiments so far we have combined only two
similarities, the direct text similarity with the image-to-text similarity. Considering a
combination of more similarities, e.g. all the six similarities which are possible between
the visual and textual modalities for this retrieval task, see Table 3.1, makes the manual
parameter tuning much more cumbersome: there are six late fusion weights to set, and
four values of k to set for the indirect similarities.
In a preliminary experiment we have used all six components in an equal weighted late
fusion ranking function. Where we have defined the pseudo-relevance and transmedia
similarities using equal weighting, Eq. (3.1), and all use the same value for k the number
of query expansion neighbors. For any of the tested value of k this did not lead to any
improvement over the baseline of combining just the direct text similarity with the imageto-text similarity, using w = [1, 2]> .
On the contrary, learning the weight parameters with the CC model, and using soft-max
transmedia components, allowed for improvements over the learned two component models, and this for any choice we made for k. For example, for k = 50 we obtain an MAP
value of 43.1% and 59.9% in P@20, see Table 3.4. Upon inspection we find that the
learned weight for both pseudo-relevance components stt and svv equals zero, explaining
partially that the improvement over the model using only two components is only moderate. For this model, we have to learn 6 late fusion weights w and 4 values of γ for the
relevance feedback models, plus two parameters (αq , βq ) per query.
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Destinations in Venezuela +

+

+

Black and white photos of Russia +

+

+

Lighthouse at the sea +

+

+

Cathedral in Ecuador +

+

+

Volcanoes around Quito +

+

+

Sunset over water +

+

+

Figure 3.6 Example queries from the ImageCLEF Photo Retrieval Task: on the left we
show the textual query and the three query images (with a blue box), on the right we show
our top 10 results. Relevant images are denoted with a green box, while non-relevant
images have a red box.
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Method

MAP

P@20

AVEIR (Tollari et al., 2008)
UP-GPLSI (Navarro et al., 2008)
DCU (O’Hare et al., 2008)
XRCE (Ah-Pine et al., 2008)
(our implementation)
Ours - 2 comp
Ours - 6 comp

31.8
33.0
35.1
41.1
40.1
42.7
43.1

43.5
43.1
47.6
57.3
56.4
59.7
59.9

Table 3.4 Overview of the best results obtained by participants to the ImageCLEF 2008
Photo Retrieval task, and the proposed CC models using k = 50 expansion neighbors.
Comparison to ImageCLEF 2008 participants Finally, in Table 3.4, we compare our
results to the best submissions of the ImageCLEF 2008 Photo Retrieval task. Our baseline method is the re-implementation of (Ah-Pine et al., 2008), the winners of the challenge (Arni et al., 2008). However, using the same features, their weighting w = [1, 2]> ,
and k = 2, we obtain somewhat lower results than the ones reported by ImageCLEF6 .
However using these features and our learning approach that integrates all six components we obtain an improvement of over 3% in both MAP and P@20.

3.6.3

Image annotation experiments

In this section we evaluate our transmedia relevance feedback models for image annotation on the Corel-5K and IAPR data sets. In our experiments we use distance based TagProp, using the JEC distance as a baseline method, we consider using J = {200, 400, 1000}
neighbors. The linear transmedia model based on neighbor ranks, Eq. (3.18), is denoted
as LTP, and the soft-max model, Eq. (3.19), is denoted as STP.
Annotation with transmedia relevance models In our first set of experiments we compare our proposed transmedia relevance models to the baseline on the Corel-5K and IAPR
data sets. For the transmedia distance dvt we use the image-to-tag distance, using the
intersection-over-union between tags as the textual distance, defined in Eq. (3.24). In
Figure 3.7 we detail the MAP and iMAP performance.
The results on the Corel-5K data set (Figure 3.7, top row) show that for most parameter
configurations and for both performance measures the transmedia methods outperform
the baseline. When comparing the best scoring TagProp (using J=200) with our method
(using LTP, K=15, J=1000), we observe that the performance increases from 36.2% to
6

After several conversations with the authors it is still not exactly clear where the difference in performance might come from, perhaps there is a difference in the used features or the implementation of the
feature extraction algorithms.
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Corel

MAP

iMAP

0.39

0.56

0.38

0.55

0.37

0.54

0.36

0.53
TP

L5

L10 L15 L20

S5 S10 S15 S20

IAPR

0.36

TP

L5

L10 L15 L20

S5 S10 S15 S20

TP

L5

L10 L15 L20

S5 S10 S15 S20

0.48

0.35
0.47
0.34

0.33

0.46
TP

L5

L10 L15 L20

S5 S10 S15 S20

Figure 3.7 Image annotation performance on Corel 5K and IAPR data sets using TagProp (TP), and transmedia models using the image-to-tag distance. Usage of LTP and
STP is indicated by L and S respectively, followed the number of k of the query-expansion
neighbors. Results for three different sizes of neighborhoods in TagProp are shown in
adjacent bars, J = {200, 400, 1000}.
38.4% in MAP. Furthermore, the figures show that LTP generally outperforms STP on this
data set. Finally, we observe that if the neighborhood size J is increased the performances
of LTP and STP increase as well, while for TagProp the performance slightly decreases.
The results on the IAPR data set (Figure 3.7, bottom row) show that the transmedia relevance feedback models for this database do not obtain much higher performance than the
baseline TagProp. Another difference compared to the Corel data set is that on this data
set the STP model seems to perform better than the LTP model.

Comparing pseudo-relevance and transmedia relevance models In our second set
of experiments we further compare the performance of the LTP and STP with different
choices for the distance d2 that is used in the second step of the query expansion models. We use (a) the image-to-image distance based on JEC, generating a visual pseudorelevance feedback model, (b) the image-to-tag distance, (c) the image-to-text distance,
based on the cross-entropy text distance (for the IAPR data set), and (d) combinations of
the previous distances. The results are given in Table 3.5.
On the Corel-5K data set, using visual pseudo-relevance feedback performs similarly as
the baseline TagProp, the transmedia model (using the tag-distance) clearly improves the
retrieval and annotation performance, and the combination of the two transmedia dis-
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Corel 5K
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TagProp
d2 = {Jec}
d2 = {Tag}
d2 = {Jec, Tag}

TagProp
d2 = {Jec}
d2 = {Tag}
d2 = {Text}
d2 = {Jec,Tag}
d2 = {Jec,Text}
d2 = {Tag, Text}

MAP

LTP
BEP iMAP

iBEP

MAP

STP
BEP iMAP

iBEP

36.0
36.0
38.1
37.9

32.5
32.5
33.8
33.9

47.6
47.8
49.3
49.7

36.0
37.0
36.6

32.5
33.1
32.9

47.8
47.0
47.2

MAP

LTP
BEP iMAP

iBEP

MAP

STP
BEP iMAP

iBEP

35.4
35.1
34.7
34.9
34.5
34.5
34.7

36.0
36.0
35.5
35.9
35.5
35.7
35.8

42.6
42.2
42.3
42.2
41.9
42.0
42.1

35.1
35.6
35.9
35.3
35.5
35.7

36.0
36.3
36.3
36.3
36.3
36.5

42.3
42.7
42.8
42.0
42.8
43.0

54.2
54.2
55.6
55.5

47.0
46.7
47.1
47.5
46.8
47.1
47.2

54.2
53.6
53.7

46.7
47.4
48.0
47.1
47.5
47.9

Table 3.5 Performance of different distances d2 in the second step of pseudo-relevance
and transmedia relevance models, using J = 1000 (TagProp neighbors), and K = 20
(query expansion neighbors). For both data sets the best performing model per evaluation
measure is marked bold.
tances performs comparable to using just the transmedia model. Just as in Figure 3.7,
LTP seems to outperform STP for this database and these settings.
On the IAPR data set, we observe that the performance differences are smaller, and that
the STP models perform slightly better than the LTP models. Further we observe that the
visual pseudo-relevance model does not increase the performance. The best performance
is obtained by using d2 = Text or d2 ={Tag, Text}, improving between .5 − 1% on the
different performance measures compared to the baseline.
Learning visual distance weights In our final set of experiments, we learn a combination of visual distances, instead of using the visual JEC distance. We have selected the
four visual distances that obtain the highest weights when learning TagProp with the 15
individual feature distances according to (Verbeek et al., 2010). The selected features are
the Gist feature, and SIFT features extracted on a dense grid, on Harris key points, and
on a dense grid in a 1 × 3 spatial layout. We define transmedia relevance models using
each of them, and thus we combine 4 mono-modal distances and per expanded modality
4 transmedia distances.
In Table 3.6 we compare the results on the IAPR data set of TagProp, LTP and STP. In
contrast to the experiments when using only the JEC distance, in this case the LTP models
performs slightly better than the STP models to learn a combination of visual distances.
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TagProp
d2 ={Jec}
d2 ={Tag}
d2 ={Text}
d2 ={Tag, Text}

MAP

LTP
BEP iMAP

iBEP

MAP

STP
BEP iMAP

iBEP

35.7
35.0
36.0
36.4
36.2

36.1
35.3
36.7
36.7
36.6

44.1
44.1
44.6
44.3
44.8

35.0
35.6
35.7
35.8

35.6
36.1
35.7
36.6

44.0
44.4
44.2
44.6

49.0
48.6
49.6
49.6
49.9

48.6
49.2
49.5
49.8

Table 3.6 Performance when combining four visual distances with TagProp and its
transmedia extensions, using J = 400 (TagProp neighbors), and K = 20 (query expansion neighbors). The best performing model per evaluation measure is marked bold.
Using LTP models with both the image-to-tag and the image-to-text transmedia distances
we obtain modest improvements on all performance measures.

3.7

Conclusion

In this chapter we have proposed two parameterizations for transmedia relevance feedback models, that generalize the models proposed in (Ah-Pine et al., 2008). Our models
extend the latter by incorporating a weighting among the neighbors used to compute the
transmedia relevance feedback score.
For image retrieval, we have explored two learning objectives to learn the late fusion
weights and the parameters of the pseudo-relevance feedback components from data. We
have introduced multiplicative and additive correction terms to learn multi-modal retrieval
score functions, to allow for inter-query differences in the distribution of similarity values.
The motivation for this is that while ranking performance is invariant to such terms, the
objective functions of the learning algorithms are not.
Our experimental results show that learning the parameters of the transmedia components,
and the parameters of the late fusion is beneficial. On the ImageCLEF evaluation data set
the learned models improve over 3% in MAP and P@20 compared to our baseline method.
For image annotation, we integrated the transmedia relevance feedback components as
distances in TagProp. This allows to define neighbors of a query image based on the
textual and visual modalities in the data set.
Our experimental results show that on both data sets used in our evaluation, the Corel5K data set and the IAPR data set, incorporating the transmedia distances leads to higher
annotation accuracy. These results indicate that using the textual similarity among images
in the training set can improve auto-annotation, even for test images for which only visual
information is available.
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In this chapter we address several goals related to the tasks of image labeling and classification. We introduce two different types of structured prediction models, which both
explicitly take into account the dependencies among the output labels. These models
are then used to leverage user input in an interactive prediction setting, to classify unseen classes using attribute based classification, and finally to learn for a specific ranking
measure. This chapter is based on (Mensink et al., 2011a,b, 2012b).

4.1

Introduction

In this chapter we address the problem of image labeling, where the goal is to predict
the relevant labels from a given annotation vocabulary for an image. The predicted labels
can be used for e.g. clustering, retrieval, and attribute-based classification. Most existing
systems address the problem of image annotation either in a fully manual way (e.g. stock
photo sites as Getty images1 ), or in a fully automatic setting where image labels are automatically predicted. In the latter case, most commonly used are independent label predictors based on either classifiers, e.g. (Zhang et al., 2007), ranking models, e.g. (Grangier
and Bengio, 2008), or nearest neighbor predictors such as TagProp, see Section 2.2.2.
We differentiate from this predominant line of work in two ways. First, we propose
structured models that take into account the dependencies among the image labels explicitly. Since these models are more expressive, they lead to more accurate image label
predictions. Second, we follow an interactive labeling scenario, where a user is asked to
confirm or reject, at test time, some of the image labels. Such an interactive scenario is,
for example, useful when indexing images for stock photography, where a high indexing
quality is mandatory, yet fully manual indexing is very expensive and suffers from very
low throughput.
1

Website at: http://www.gettyimages.com
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ImageCLEF 10 - 12 labels

AwA - 29 attributes

Before
No Vis. Seas.
Neutr Illum.
No Blur
No Pers.
Day
Natural
No Vis. Time
Outdoor
Cute
Visual Arts

Questions

Before
Fast
Active
Smart
Meatteeth
Newworld
Agility
Tail
Meat
Strong
Chewteeth

Questions

Day
No Pers.
Indoor
Adult
Female

Toughskin
Paws
Swims
Mountains
Arctic

After
Indoor
Female
Adult
Male
No Vis. Seas.
No Vis. Time
Neutr Illum.
No Blur
Single Person
Natural
After
Toughskin
Swims
Arctic
Water
Fish
Ocean
Fast
Active
Strong
Smart

Figure 4.1 Illustration of the effect of interactive image annotation. We show the labels
with highest confidence before and after user input (green labels are correct, red ones
not), as well as the five labels selected by the system to be set by the user (blue). Example
images are from the ImageCLEF data set (top), and from the AwA data set (bottom).
The interactive scenario offers an interesting trade-off between accuracy and manual labeling effort. In this case the label dependencies in the proposed models can be leveraged
in two ways. First, the structured models are able to transfer the user input for one label
to more accurate predictions on other image labels, which is impossible with independent
prediction models. Second, using structured models, the system will not query, wastefully,
for image labels that are either highly dependent on already provided labels, or predicted
with high certainty from the image content. Through inference in the graphical model, the
system fuses the information from the image content and the user responses, and is able
to identify labels that are highly informative once provided by the user. Experimentally
we show that a small amount of user input substantially improves the performance.
In addition to showing the effectiveness of structured models for interactive image labeling, we also explore how the proposed structured models can be exploited in the context
of attribute-based image classification (Lampert et al., 2009; Branson et al., 2010). The
attributes are shared between different classes and image classification is based on a given
attribute-to-class mapping. Hence, attribute values are first predicted for the image and
then the attribute-to-class mapping is used to obtain the class probabilities. Predicting the
attribute values for an image can be seen as annotating an image with a set of (attribute)
labels, therefore we use our structured models at the attribute level. The user interaction
will also take place at the attribute level, but in this case the system will ask attribute
labels to improve the class predictions rather than the attribute predictions. Experiments
on the AwA data set show that, also in this case, the structured models outperform the
independent attribute prediction model, both in automatic and interactive scenarios.
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The performance of image annotation and retrieval systems is often evaluated based on a
ranking measure, e.g. computed over the ranking of documents for a given query, or over
the ranking of annotation labels for a given image. Well known ranking-based evaluation
measures include precision-at-k (p@k) and mean average precision (MAP). However,
most existing methods are optimized for prediction accuracy, which might yield suboptimal ranking performance. Therefore, we also consider optimizing the structured models,
with label dependencies, for specific ranking measures.
The learning of ranking functions has become an active area of research, see e.g. (Le et al.,
2010; Weston et al., 2010). A feature that is missing in the existing methods, however, is
the ability to encode pairwise correlations between labels. Optimizing structured models
with label interactions for a ranking loss is intimately related to the solution of quadratic
assignment problems. Although such problems are in general NP-hard, we identify a
polynomially-solvable subclass that still enables the modeling of a substantial number of
pairwise rank interactions.
The rest of this chapter is organized as follows. In Section 4.2, we discuss how our work
is related to recent work on image classification and annotation, and to learning to rank
models. Then, we present our structured prediction model in Section 4.3, and its use in
attribute-based classification in Section 4.4. In Section 4.5 we describe how to leverage
user input in an interactive setting. In Section 4.6 we identify a class of models which
allows for modeling label dependencies and to optimize for a ranking loss. Finally, we
present experimental results in Section 4.7, and our conclusions in Section 4.8.

4.2

Related work

The dominant line of research for image annotation, object category recognition, and image categorization has focused on methods that deal with one label or object category at
a time. The function that scores images for a given label is obtained by means of various machine learning algorithms, such as binary SVM classifiers using different linear
or non-linear kernels (Zhang et al., 2007; Perronnin et al., 2010b), nearest neighbor classifiers (Makadia et al., 2008; Guillaumin et al., 2009a), and ranking models trained for
retrieval (Grangier and Bengio, 2008) or annotation (Weston et al., 2010). While these
methods do not explicitly model dependencies among the image labels, there are correlations in the classifier outputs, since the independent predictors use the same images to
train the models and to predict these labels.
Classification is more challenging when dealing with many classes, both when the aim is
to assign a single label to an image from many possible ones (Deng et al., 2010), as well
as in the setting when for each image several labels should be predicted, e.g. all present
object categories (Choi et al., 2010). To address the latter, there has been a recent focus
on contextual modeling. For example in object recognition, the presence of one class may
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suppress the presence of another class that is negatively correlated, or promote a positively
correlated class e.g. (Rabinovich et al., 2007; Desai et al., 2009; Choi et al., 2010).
In Rabinovich et al. (2007) the goal is to label the regions in a pre-segmented image with
category labels, and a fully-connected conditional random field model over the regions is
used. In Desai et al. (2009) a contextual model is proposed to filter the windows reported
by object detectors for several categories. The contextual model includes terms for each
pair of object windows that will suppress or favor spatial arrangements of the detections
(e.g. boat above water is favored, but cow next to car is suppressed). A similar goal is
pursued in Choi et al. (2010), where the scores of bounding boxes obtained by discriminatively trained object detectors is enhanced using a tree-structured model. This tree models
the presence and location of the object category in the context of all other bounding boxes
from the image. The parameters of the tree are learned in a generative way, from images
with bounding-boxes. In our work, we also use tree structured models, but over global
labels using only presences and absences of the labels, and we learn the complete model
discriminatively.
Interactive labeling The interactive image annotation scenario we address in this chapter is related to active learning. The goal of active learning systems is to reduce the amount
of labels needed, e.g. to train a classifier. The number of labels is reduced by actively selecting the samples from the input data to be labeled. For a literature survey on active
learning methods, see e.g. (Settles, 2009).
In active learning for image classification, the learning algorithm starts with a set of labeled and unlabeled images. Iteratively, a classification model is learned from the labeled
ones. Then, the learned model is used to determine which image is most valuable to
be labeled next by the user. Such models have been used to learn from user input at
different levels of granularity, e.g. by querying image-wide labels or precise object segmentation (Vijayanarasimhan and Grauman, 2009).
In our work, however, the system does not select images to be labeled at training time by
a user to improve the model, but we assume that the training set is fully labeled. Instead,
for a given image at test time, our system selects labels for which user-input is the most
valuable in order to improve predictions on the other labels of the same image.
Attribute-based classification We also apply our structured models to attribute-based
image classification, where an image is assigned to a given class based on a class-specific
set of given attributes (Lampert et al., 2009; Branson et al., 2010). The advantages of
attribute-based classification include the following.
1. It allows for zero-shot recognition, i.e. it can recognize images from unseen classes
based on attribute predictions and a given attribute-to-class mapping.
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2. The attribute representation can in principle encode an exponential number of classes.
3. By sharing attributes over different classes more images are available for each attribute, since images can be pooled from different classes.
In (Branson et al., 2010) a discriminative object recognition system, using SVM classifiers, is combined with a generative class-attribute model: for each class the object
attributes values reported by different users (allowing for erroneous user responses and
ambiguous object-attribute relationships) are modeled independently. To leverage user
input for classification, the system asks the user to label the attribute that minimizes the
entropy on the class label. Similarly, we also exploit user input at the level of attributes,
but we learn recognition models for each attribute rather than for the object categories.
The zero-shot recognition system of Lampert et al. (2009), combines independent attribute predictors with attribute-to-class specifications to allow for recognizing unseen
classes. The models we propose in this chapter go one step further by modeling the dependencies between attribute labels. This allows us to improve the attribute-based recognition, but also to better exploit the user input by asking more informative questions.
Learning to rank While the majority of image classification and annotation methods
are optimized for prediction accuracy, the evaluation is often based on a ranking measure.
Recently, learning ranking functions has become an active area of research for document
retrieval, and image classification. Methods to learn score functions optimized for a variety of different performance measures have been developed, including mean average
precision and precision-at-k, see e.g. (Joachims, 2005; Yue et al., 2007; Le et al., 2010;
Weston et al., 2010). Once these models have been learned, a ranking for image annotation is computed by sorting the labels based on a score function computed for each label
independently for a given image.
The class of linear ranking losses as defined in Le et al. (2010) is the set of loss functions
that can be written as a linear function of the ranking. This class includes performance
measures like the winner-takes-all (i.e. is the first item is correct), mean reciprocal rank
(i.e. defined as k1 where k is the rank of the single relevant item), and precision-at-k (p@k,
i.e. how many relevant items are in the top-k). In general, optimizing for a linear loss,
using independent scoring of labels, leads to a linear assignment problem, which has a
worst case complexity that is cubic in the number of labels to rank (Le et al., 2010). An
efficient approximate online learning model was introduced in Weston et al. (2010), for
cases where it is too expensive to compute the score of the image for all labels.
The popular mean average precision (MAP) evaluation measure, provides a single-figure
quality score by averaging p@k over all values of k occupied by relevant documents.
However, the MAP measure is not in this class of linear losses. It is a quadratic ranking
loss, since the loss contribution of a single label on a specific rank depends also on the
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relevance of the items with a higher rank. In general, the class of quadratic loss functions
leads to NP-hard quadratic assignment problems, however for the special case of the MAP
measure an efficient model has been found (Yue et al., 2007).
A feature which is lacking in these models is the possibility to encode pairwise correlations between labels. Recently a method was introduced to optimize for a structured-loss
for multi-label classification under sub-modular pairwise label interactions (Petterson and
Caetano, 2011). However, this method does not generalize to models for ranking based
measures, and uses an approximation to the combinatorial optimization problem. On the
contrary, the class of structured models we present, allow for tractable optimization for
the precision-at-k measure and can encode a substantial number of label interactions.

4.3

Structured models for image annotation

Our goal is to obtain an expressive model that captures dependencies between the different image labels, but which still allows for tractable inference. We do so by defining a
structured output problem using an energy function over the labels from the annotation
vocabulary, and include pairwise interaction terms. This is equal to a conditional random
field (CRF) where each node represents a label from the annotation vocabulary, and edges
between nodes represent interaction terms between the labels.
Let y = [y1 , . . . , yL ]> denote a vector of the L binary label variables, i.e. yi ∈ {0, 1}. In
this chapter we only consider binary labels, however the models proposed can be trivially
extended to cases where labels can take three or more values. We use the probabilistic
framework, with the Gibbs distribution, Eq. (2.41), which we repeat for clarity. The
probability for a specific configuration y, for an image is given by:
p(y|x, θ) =


1
exp E(y, x, θ) ,
Z(x)

(4.1)

where Z(x) is the partition function, and E(y, x, θ) is the energy function scoring the
compatibility between an image x and a label vector y, using the parameters θ, which we
drop from notation to improve clarity of presentation. In the probabilistic framework, label prediction and elicitation are handled naturally using marginal probabilities and label
entropy. In principle, these models can also be formulated in a max-margin framework,
but then it is less clear how to define label elicitation strategies.

4.3.1

Tree-structured models on image labels

We start with using tree-structured CRFs, in which inference is tractable and can be performed by standard belief propagation algorithms (Bishop, 2006).
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The trees are defined such that each node represents a single label, and E = {e1 , . . . , eL−1 }
defines the edges in the tree over the label variables. For now we assume a given set of
edges; where el = (i, j) indicates the presence of an edge between label i and label j.
The energy for a configuration of labels y given an image xn is:

E(y, x) =

L
X

ψi (yi , x) +

i=1

X

ψij (yi , yj ).

(4.2)

(i,j)∈E

Where ψi denote the unary term for label i and ψij denote the pairwise interaction term
between labels i and j. For the unary terms we use generalized linear functions:
ψi (yi = l, x) = φi (x)> wil ,

(4.3)

where φi (x) is a feature vector for the image which may depend on the label index i,
and wil is the weight vector for state l ∈ {0, 1}. In Section 4.3.1.1, we will describe two
options for learning the unary potential functions.
The pairwise potentials, defined by a scalar parameter for each joint state of the corresponding nodes, are independent of the image input:
ψij (yi = s, yj = t) = vijst .

(4.4)

We learn the parameters of the unary and pair-wise potentials for a specific tree-structure
P
by the log-loss for correct prediction: L =
n log p(yn |xn ). We use gradient-based
methods, which requires evaluation of the marginal distributions on single variables and
pairs of variables connected by edges in the tree. Using yin to denote the value of label i
for training image n, we have the following gradients:


∇wil L = [[yin = l]] − p(yi = l|xn ) φi (xn ),

∇vijst L = [[yin = s, yjn = t]] − p(yi = s, yj = t|xn ).

4.3.1.1

(4.5)
(4.6)

Learning the unary potentials

In this section we describe two approaches of learning the parameters of the unary potential functions. The first uses a two-stage learning approach, while the second uses a joint
learning approach.
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Two-stage learning The first method we consider is a two-stage learning approach,
where we pre-train binary SVM classifiers for each label. For each label i we define a very
compact feature vector φi (x) = [si (x), 1]> , where si (x) is the SVM score associated
with label yi . Two-stage learning has the advantages that it allows for a flexible choice
in the used classifier, and since the number of free parameters in the CRF is limited, it
allows for faster training without regularization (Nowozin and Lampert, 2011).

Joint learning The second method we consider is a joint learning approach, where
the high-dimensional unary classifiers are learned jointly with the other parameters of
the CRF. For each label i we set φi (x) = φ(x), a high-dimensional BoV or FV image
representation. Using the Representer Theorem, see Section 2.2, we obtain:
ψi (yi = l, xn ) = wil φ(x)> =
=

X

X

l
αim
φ(xm )> φ(x),

m

l
αim

k(xm , x) = k> αli ,

(4.7)

m

where k is the kernel function, k = [k(xm , x)]nm=1 is the vector of kernel evaluations for
input x, and αli is the coefficient vector to be learned for label i and state l. In this case,
we minimize the regularized empirical loss function, Eq. (2.22), and use λ to trade-off
between the log-loss term and the `2 regularizer.

4.3.1.2

Obtaining the tree structure

The interactions between the labels are defined by the edges of the tree. While all labels interact with each other, close by labels have a stronger influence on each other.
Finding the optimal tree structure for conditional models is generally intractable (Bradley
and Guestrin, 2010), therefore we resort to approximate methods for finding useful tree
structures over the labels. We compare two methods to obtain a tree structure.

Mutual information The first method we consider is the optimal tree structure for a
generative model. This is obtained by the Chow-Liu algorithm as follows (Chow and
Liu, 1968). We define a fully connected graph over the label variables with edge weights
given by the mutual information between the label variables. The mutual information
between pairs of label variables is estimated from the empirical distribution of the labels
in the training data. The optimal tree-structure for a generative model is then given by the
maximum spanning tree in this graph.
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Figure 4.2 Illustration of the graphical model of a tree with compound nodes, (left) a
subset of a tree with multiple labels per node, (right) the structure of the graphical model
is emphasized by showing the fully connected label-nodes in each compound node.
Gradient based The second method we consider is to obtain the tree structure by iteratively growing a tree. Starting from a completely disconnected graph, in each iteration:
1. we add a single edge to the tree based on the current gradient,
2. we learn the parameters of the current graph, to minimize the log-loss.
We repeat this process until a tree model which spans over all nodes is obtained. To
compute the gradient of any edge, also the ones not (yet) used in the current model,
we can just use Eq. (4.6). As an indicator of the increase in log-likelihood, which we
could obtain by including a particular edge, we use the `2 norm of the gradient w.r.t. the
parameters of that edge. This is motivated by the fact that the `2 norm of the gradient
is proportional to the increase in the log-likelihood by taking an infinitesimal step in the
gradient direction.

4.3.2

Extensions of the tree-structured models

While the structured models defined in the previous section have the advantage to allow
for tractable inference, they are limited in the label dependencies they can encode. In this
section we propose two extensions that allows the encoding of more label dependencies,
and yet maintain tractable inference. First, we introduce a graphical model that is a tree
over groups of label variables. Second, we consider mixture-of-trees structured models.

4.3.2.1

Trees over groups of label variables

To accommodate for more dependencies between labels in the model, we consider the
extension where we group label variables, and then define a tree over these groups. A
label group can be seen as a fully connected set of variables in the graphical model. A
tree model over those groups implies that the underlying graphical model has a certain
cyclic-structure, i.e. it contains only local cycles: within each label group, and among
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State
1
2
3
4
5
6
7
8

Marginal
3.4 %
0.0 %
9.8 %
59.9 %
0.4 %
0.0 %
2.6 %
23.9 %

Marginal on label

Nature
0
0
0
0
1
1
1
1

Sky
0
0
1
1
0
0
1
1

Clouds
0
1
0
1
0
1
0
1

26.9% 96.2% 83.8%

Figure 4.3 Example of a compound node that combines three image labels and therefore
has 23 = 8 states. The label marginals are obtained by summing the node marginal
probabilities of the corresponding joint states.
neighboring groups in the tree, see Figure 4.2 for an illustration. Cyclic models remain
tractable as long as they have a low treewidth (Bishop, 2006).
In practice, we determine a group size k, and model each state of the labels explicitly as
a state of the compound node, which has 2k states. In Figure 4.3 we show an example of
a compound node with 3 labels, and thus 8 states. If k equals the number of labels L, we
have the fully connected model, in which inference is intractable. The group size k relates
to the treewidth of the graphical model, and offers a trade-off between expressiveness of
the model, computational tractability and the risk of over-fitting on the training data.
Using belief propagation we now obtain node marginals, i.e. probabilities for each state of
a node. However, we are still interested in the probability of label i being relevant for this
image, i.e. p(yi = 1|x), since this is used to rank images for a specific label, to sort labels
for a specific image, and for label elicitation. The label marginals are trivially obtained
by summing the right entries of the node marginal; see Figure 4.3 for an example.
Grouping labels To obtain a partitioning of the labels, we perform agglomerative clustering based on mutual information, fixing in advance a maximum group size k. In each
step, we merge the label groups that have the maximum mutual information, while allowing at most k labels per group. In the final partitioning, each label l is assigned to a single
group g. With each group of variables, we associate a new variable yg that takes as values
the product space of the values of the labels in the group.
The unary potentials are defined as in Eq. (4.3), where yi is replaced with yg , and hence
take one of the 2k states according to the values that labels in the group can take. For
each state l of the joint-node g a weight vector wgl is learned. When we use the pretrained SVM scores as feature vector, we define φg (x) = [{si (x)}i∈Gg , 1] as the extended
vector of SVM scores associated with the labels in the group Gg . The pairwise potential
functions of Eq. (4.4) now link groups of k binary variables, and hence will be defined
by 22k scalars. Therefore, the cost of message passing algorithms scales with O(G22k ),
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where G is the number of groups. In order to maintain tractable inference, the group sizes
should be fairly small (we use k ≤ 4 in our experiments).
We determine a tree structure on the compound nodes using the same ideas as presented
in the previous section. On the cover page of this chapter we show a tree with group size
k = 3, obtained with the Chow-Liu algorithm. Although not forced, semantically related
concepts are often grouped together (e.g. water related concepts in the Water-River-Sea
node and plant related concepts in the Plants-Flowers-Trees) or they are in neighboring
nodes (e.g. person related concepts around the Single Person-No Person-Male node).

4.3.2.2

Mixture-of-trees

As a second extension to incorporate more label dependencies we consider mixture-oftrees. The mixture models are defined either over trees with different group sizes k or
over trees with different structures over a fixed set of nodes.
A mixture of T different trees, indexed by t, is defined as:

p(y|xn ) =

T
X

πt pt (y|xn ),

(4.8)

t=1

where πt denotes the mixing weight, and pt (y|xn ) the probabilistic model of tree t.
The label marginals p(yi |x) are in this case obtained as the mixture of the marginals
computed in the component models. This is easily seen from the following identities:
p(yi |x) =
=

X

p(y|x) =

y\i

X
t

πt

X
y\i

XX
y\i

t

pt (y|x) =

πt pt (y|x)

X
t

πt pt (yi |x).

(4.9)

In the first and last equations we use the definition of the marginal probability, in the
second we use the definition of the mixture, and in the third we swap the two sums.
We train each tree model independently, and then average the predictions of the individual
trees using πt = 1/T . Alternatively, the mixing weights can be learned concurrently while
learning the trees, e.g. by using the EM algorithm to infer which tree corresponds to which
image, possibly improving results.
Our mixture-of-trees model is related to (Pletscher et al., 2009), where a mixture over
random spanning trees is used for approximate learning and inference in a single underlying intractable CRF model. Different from their work, we perform inference and learning
independently in each tree, and mix maximum spanning trees of different node sizes.
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Structured attribute-based classification

In this section we consider how the structured prediction models defined in the previous
sections can be used for attribute-based image classification. This refers to a classification
paradigm where an image is assigned to a given class z ∈ {1, . . . , C} based on a set of
attribute values (Branson et al., 2010; Lampert et al., 2009). An image belongs to exactly
one class, but attributes are shared between different classes. For example, in the Animals
with Attributes (AwA) data set (Lampert et al., 2009) different animals are defined in
terms of attributes such as has stripes, has paws, swims, etc.

4.4.1

Structured attribute prediction

We apply our structured prediction model at the level of attributes, i.e. we learn a tree
structured model over attributes, and the binary values yi now refer to the presence or
absence of an attribute for an image. As in (Lampert et al., 2009), we assume that the
deterministic mapping between attributes and the C object classes is given, and denote
the attribute configuration of class c by yc .
We define the distribution over classes by normalizing the likelihoods of the corresponding attribute configurations:

exp E(yc |x)
p(yc |x)
.
p(z = c|x) = P
=P
0 |x)
exp
E(y
0
c
c0 p(yc0 |x)
c

(4.10)

The evaluation of p(z|x) does not require belief-propagation, it suffices to evaluate E(yc , x)
for the C configurations yc , since the partition function Z(x) cancels out.

4.4.2

Correction Terms

When using our attribute classification models as such, we observe that some classes tend
to be much more often predicted than others, and that the prediction errors are mainly
caused by assigning images to these over-predicted classes. As this also holds for the
independent attribute prediction model, we assume the reason might be that some classes
have rare (combinations of) attribute values.
In order to overcome this, we introduce a class-specific correction term uc that plays a
similar role as a class prior probability in a generative probabilistic model. We redefine
the class prediction model of Eq. (4.10), as:

exp E(yc |x) + uc
.
p̃(z = c|x) = P
c0 exp E(yc0 |x) + uc0

(4.11)
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To set the correction terms, we appeal to logistic discriminant training. If we have ground
truth class labels for the training images, given by zn , we could optimize the log-likelihood
of correct classification, which is a concave function of the uc :
L̃ =
=

X
n

log p̃(z = zn |xn )

n

E(yzn |xn ) +

X

= const. +

X
c

X
n

nc uc −

u zn −

X

log

n

X
n

X
c

log

X
c

exp E(yzn |xn ) + uc


exp E(yzn |xn ) + uc ,



(4.12)

P
where nc = n [[zn = c]] denotes the number of examples of class c. The gradient of the
log-likelihood w.r.t. uc is obtained as:
∇uc L̃ = nc −

X

p̃(z = c|xn ).

(4.13)

n

Both the log-likelihood and the partial derivative can be computed without access to the
labels of the individual samples zn ; it suffices to know the label counts nc .
P
Furthermore, from Eq. (4.13) we see that for the stationary point of L̃ we have: n p̃(z =
c|xn ) = nc . Therefore, setting the correction terms to maximize Eq. (4.12) will ensure
that —in expectation— the test classes are predicted as often as they should.
Note that Lampert et al. (2009) also have integrated class specific correction terms in their
attribute-based classification model, that uses independent attribute prediction models.
They use uc = ln p∗ (yc ), with:
C
L X
Y
1
p (yc ) =
[[ylc = ylc0 ]].
C
l
c0
∗

In their model, classes with a high likelihood under a generative model are penalized in
the discriminative model.
Setting the class counts In attribute-based classification, the training data is only labeled at the attribute level, and we do not have necessarily access to the counts of the
class labels on the training data, let alone the case of zero-shot learning where we surely
do not have the class counts. In these cases we can set the class proportions uniformly,
nc = N/C, so that the model will, in expectation, predict all classes equally often.
In reality, the test classes are not equally represented, and therefore, setting the uc based
on uniform proportions nc is, in principle, not optimal. However, preliminary experiments
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where we set the uc to match the label count on the training set, have shown only marginal
further improvements in classification accuracy. Calibrating the models is also possible by
using the (true or uniform) label counts nc from the test images, leading to a transductive
learning scenario. But again, preliminary experiments have shown that also this has only
a minor impact on classification accuracy.
We thus conclude that it is important to set the correction terms so as to avoid grossly over
or under predicting certain classes, but that it is less important to finely tune these terms
using other than uniform counts nc or using the test images instead of the training images.
Correction terms using mixture-of-trees In this section we briefly discuss how we
handle the correction terms when using the mixture-of-trees. In this case, we mix the
class predictions made by the different models as:
p(z = c|x) =

X

πt pt (z = c|x),

(4.14)

t

where the πt are the mixing weights associated with different tree-structured models and
pt (z = c|x) indicates the class prediction from one such a tree model.
To balance the class predictions of the mixture model, we learn separate correction terms
for each component model pt (z = c|x) as described above. Doing so ensures that the
mixture-of-trees model is also calibrated, since:
X

p(z = c|xn ) =

n

X
t

=

X

πt

X

pt (z = c|xn )

n

πt nc = nc .

(4.15)

t

In the first equality we use the definition of the mixture Eq. (4.14), and we swap the sums;
in the second equality we use the fact that each tree of the mixture has been calibrated and
P
therefore n pt (z = c|xn ) = nc ; the last equality follows from the fact that the mixing
weights sum to one. This shows that balancing each tree ensures that the mixture-of-trees
model is calibrated as well.

4.4.3

Effectiveness of correction terms

To show the effectiveness of the proposed correction terms, we conducted an experiment
on two classification settings for the AwA data set. In the first classification setting, we
follow the settings of (Lampert et al., 2009), where the test set consist of 10 classes, while
training is performed on the other 40 classes. Our second setting uses all 50 classes of
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50 training / 50 test classes
Independent
Mixture

Uncorrected

40 training / 10 test classes
Independent
Mixture

Acc 14.12

Acc 36.20

Acc 36.10

Acc 36.53

Acc 38.72

Acc 40.06

Acc 43.54

With correction

Acc 35.84

Figure 4.4 Influence of the correction terms for attributed-based classification when
using independent models and mixtures-of-trees models. See text for details.
the AwA data set for testing, and training images are sampled from all classes to learn the
attribute prediction models.
The results of this experiment are shown in Figure 4.4. On the top row, the confusion
matrices are shown as obtained using Eq. (4.10), i.e. without incorporating the correction terms. It shows the confusion matrices both for the independent model (i.e. without
pairwise terms) and for our mixture-of-trees structured model using the two classification
settings. The bottom row shows the confusion matrices when the correction terms are
used, as given in Eq. (4.11), using uniform class proportions nc = N/C
The four panels on the top row show the imbalance of the class predictions for any of
the methods and settings. For example, in the first panel, we see that using independent
attribute prediction models, class 2 is hardly predicted for any test image, while in the second panel, we observe that the mixture-of-tree structured model only frequently predicts
class 4 and 9 for the test images. In the two right-most panels, we also observe severe
differences in how often the classes are predicted, c.f . the vertical stripes in the confusion
matrices. This shows that the imbalance in the predictions is not due to using different
test classes and training classes. The bottom row shows a more balanced prediction over
the classes, which demonstrates how the correction terms can suppress or promote certain classes, allowing us to reduce the severe imbalance in how often the test classes are
predicted.
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Interactive image annotation and classification

In the interactive image annotation scenario, a user is asked iteratively to reveal the value
of a selected label or attribute. This user input will then be taken into account for predictions on the other labels, or other classes for attributed-based classification.
While a random choice of labels is a possibility, we will experimentally show that this
is far from optimal. We propose a label selection strategy whose aim is to minimize the
uncertainty of the remaining labels, or class, given the test image. The proposed strategy resembles query strategies used in active learning (Settles, 2009), and the maximum
information gain criterion (Branson et al., 2010).

4.5.1

Label elicitation for image annotation

In this section we describe an entropy-based method to select the label to be set by a
user in an interactive image labeling scenario. Our goal is to select the label i for which
knowing its ground truth value minimizes the uncertainty on the other labels. To achieve
this, we propose to select the label i which minimizes the entropy of the distribution on
the label vector y given the expected user input for that label.
Let us use yil to denote yi = l, and y\i to denote all label variables except yi . Since the
value of yi of label i is not known prior to the moment that it is set by the user, we evaluate
the expected conditional entropy:
H(y\i |yi , x) =

X

H(y\i |yil , x) = −

X

where

l

p(yi = l|x)H(y\i |yil , x),

y\i

p(y\i |yil , x) ln p(y\i |yil , x).

(4.16)

(4.17)

Using the fact that H(y|x) does not depend on the selected label i, and given the basic
identity of conditional entropy, see e.g. (Bishop, 2006), we have:
H(y|x) = H(yi |x) + H(y\i |yi , x).

(4.18)

We hence conclude that minimizing Eq. (4.16) for yi is equivalent to maximizing H(yi |x).
Therefore, we select the label i∗ = argmaxi H(yi |x), to be set by the user.
In order to select a collection of labels to be set by a user, we proceed sequentially by first
asking the user to set just one label. We then repeat the procedure while conditioning on
the label(s) already provided by the user. Another possibility is to select a group of labels
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at once, which is nevertheless suboptimal as it cannot leverage information contained in
the user input in the selection procedure.
To compute the label marginals while conditioning on the user input, we add an additional
unary term per node. The value of this unary term depends on the user input: we add zero
energy to all (joint-)states that are compatible with the user input, and infinite energy to
those that are not. In the example of Figure 4.3, where we have three labels per node, the
user input Sky=true would incur infinite energy for states 1, 2, 5, and 6 of the compound
node, which ensures they receive zero probability.
For interactive image labeling, it is interesting to evaluate the proposed methods using a
user study, where several people are asked to annotate images using the proposed methods. In such a real life setting, the model should allow for ambiguous user annotations as
in (Branson et al., 2010). However, this falls beyond the scope of this manuscript.

4.5.2

Attribute elicitation for image classification

In the case of attribute-based image classification we could use the same label elicitation
strategy as for image annotation, as described above. However, since the final aim is to
improve the class prediction, we use an attribute elicitation criterion that is geared towards
minimizing uncertainty on the class label, rather than uncertainty at the attribute level.
The main insight is that the information obtained from a revealed attribute value depends
on the agreement among the classes on this attribute. If some of the probable classes do
not agree with the observed value it will rule out the classes with a contradicting attribute
value and concentrate the probability mass on the compatible classes. Therefore, any
informative question will at least rule out one of the possible classes, and thus at most
C − 1 attributes need to be set by the user.
In order to select the attribute which should be set by the user, we minimize the conditional
class entropy H(z|yi , x). Using the identity:
H(z, y|x) = H(yi |x) + H(z|yi , x) + H(y\i |z, yi , x),

(4.19)

we make the following observations.
1. The left-hand-side, H(z, y|x), does not depend on the choice of attribute yi to elicit.
2. The last term H(y\i |z, yi , x) equals zero, since for each class there is a unique
setting of the attribute values.
Therefore, selecting the attribute to minimize the remaining entropy on the class label is
equivalent to selecting the attribute with the largest marginal entropy H(yi |x).
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In the attribute-based classification model, however, p(yi |x) is differently defined as in
the image annotation model. Here the probability p(yi |x) is implicitly defined through
Eq. (4.10), which essentially rules-out all attribute configurations, except the ones that
correspond to one of the C classes. Therefore, we have:
p(y|x) =

X

p(z = c|x) [[y = yc ]],

(4.20)

c

and
p(yi |x) =

X

p(y|x) =

y\i

X

p(z = c|x) [[yi = yic ]],

(4.21)

c

where yic denotes the value of attribute i for class c.
We note that the attribute elicitation mechanism for interactive attributed-based image
classification is not changed when using different variants of the model (using correction
terms, using trees over groups of attributes, or mixtures of such models). In all cases we
obtain a class prediction model p(z = c|x), which, combined with the class specific label
configuration yc , is used to compute marginals over the attribute variables:
p(yi = 1|x) =

X

p(z = c|x) yic .

(4.22)

c

The label marginals are used to select the attribute to be set by the user. As for image
annotation, sequences of user queries are generated progressively by conditioning on the
image and all the attribute labels given so far to determine the next attribute to query.

4.6

Learning quadratic ranking functions

In this section we describe how we can learn for a ranking loss function while modeling
pairwise correlations for image annotation. For this, we use the margin-rescaling structured SVM framework (Taskar et al., 2003; Tsochantaridis et al., 2005, see Section 2.2.1).
The goal is to learn a score function that will compute a ranking Π for the labels of an
image. For clarity we repeat the SVM learning objective:
n
o
`MR (x, y, θ) = max ∆(Π, y) + f (x, Π; θ) − f (x, Π̃; θ),
Π

(4.23)

where ∆(Π, y) is a ranking-based cost function, f (x, Π; θ) is a score function with parameters θ, and Π̃ is any ranking that attains the minimum possible loss. We define the
ranking by the permutation matrix Π, where Πik = 1 denotes that label i is placed on rank
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k. In order to be a valid permutation, Π has the following constraints, ∀ik : Πik ∈ {1, 0},
P
P
∀k :
i Πik = 1 and ∀i :
k Πik = 1.
In this chapter we consider linear ranking cost functions as defined in Le et al. (2010):

(4.24)

∆(Π, y) = hΠa, b(y)i,

where a is a cost-specific vector, and b(y) is a vector which encodes ground truth relevance annotation. This class of ranking functions contains, among others, the p@k cost,
which is obtained by setting b = 1 − yn and ai = k1 for 1 ≤ i ≤ k, and ai = 0 otherwise.
In this manner, placing an irrelevant label in the top k increases the loss by k1 .

4.6.1

Quadratic score functions

The quadratic score functions we consider can be written as the sum of a quadratic and a
linear function of the permutation matrix:
(4.25)

f (x, Π) = fl (x, Π) + fq (x, Π),
>

>

= s Π c + Tr{F Π D Π },

(4.26)

where in the linear term, s is a vector of label scores for an image, and c is a design vector
which typically encourages labels with a high score to be ranked high. In the quadratic
term, F is a matrix of scores per label combination, and D is a design matrix, which
could, for example, encode an incentive to put labels i and j close to each other in the
ranking if Fij > 0, and to place them far apart otherwise.
Finding the maximizer of score functions defined by Eq. (4.25), takes the form of a
quadratic assignment problem (QAP) (Koopmans and Beckmann, 1957; Burkard et al.,
2009). Since in general QAPs are NP-hard, the above formulation is of limited practical
importance, unless approximate solutions are accepted or additional structure is imposed
on the quadratic terms.

4.6.2

Polynomial-time inference for precision-at-k

A few specific classes of QAPs are known to be solvable in polynomial time. One
such class, is the class of problems where the interactions are restricted to form a c-star
graph (Erdogan, 2006), see Figure 4.5 for an illustration. The c-star graph models pairwise interactions between any node and a small group of c nodes in the core of the star,
while among the nodes outside this core there are no pairwise interactions.
In this case, we can solve the QAP as follows. For given positions in the ranking of the
C elements in the core of the star, the remaining items have no interactions among each
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Figure 4.5 Illustration of a C star-graph, with a core consisting of a single node (left),
and 3 nodes (right). Given the ranks of the core elements, the graph becomes independent
and the QAP can be solved as a linear assignment problem, see text for details.
other. The remaining optimization problem is reduced to a linear assignment problem

(LAP), which can be solved in O(N 3 ), for N elements to rank. As there are N
C!
C
C+3
placements of the C core elements, the original QAP can be solved in O(N
), for both
inference and loss-augmented prediction.
Score functions for precision-at-k In this section we define our model for the specific
case where the evaluation measure at hand is precision-at-k (p@k). Before defining our
score functions, we observe that p@k is sensitive only to these elements which are in the
top k, and neither to their ordering, nor to the ordering of the elements outside the top k.
Therefore, as far as the cost function is concerned, instead of considering the set of all
permutations, we restrict ourselves to the set of all subsets of size k as possible outputs.
We design a score function that exhibits the same invariances as the loss, since there is
little interest in differentiating among outputs that are equivalent w.r.t. the loss function.
The linear term fl (x, Π) = s> Πc is designed to score highest for selecting the k labels
with the highest score for an image. This can be achieved by defining c such that ci = 1
for 1 ≤ i ≤ k, and ci = 0 otherwise. Since c is constant in the first k elements, it is
invariant to permutations among these, and similar for the last N − k elements.
The quadratic term fq (x, Π) = Tr{F ΠDΠ> } is also designed to be invariant for permutations among the top k labels, and among labels not in the top k. To that end, we define
the matrix D to have a corresponding block structure where all elements in the same block
have an equal value:

D=



D1 D2
D3 D4



,

where D1 is a k × k matrix, D4 a (n − k) × (n − k) matrix, and D2 = D3> a k × (n − k)
matrix. Without loss of generality, we can set D4 = 0, since subtracting a constant from
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all blocks will not change the predictions, nor the bound on the loss function. Similarly,
without loss of generality, blocks D2 and D3 can be set to zero by adding constants to the
score functions si , and finally, we can set D1 to contain only 1’s.
Using these design choices, and t to denote the indicator vector of which labels are in the
top k, i.e. ti = [[πi ≤ k]], where πi is the rank of label i, the score function is simplified to:
f (x, Π) = t> s + t> F t = s

X

ti si +

i

4.6.3

X

ti tj fij .

(4.27)

i,j

Efficient implementation of c-star models

In this section we show who we can efficiently compute the score functions defined in the
previous section for c-star models. We invoke the observation that an c-star QAP can be
solved by solving a set of LAPs, one for each assignment of the core of the star. Using i
to index over labels not in the core of the star, and c and c0 to index over core-labels, we
can express the score function for a fixed assignment of the core as:
 X
X 
X
X
f (x, Π) =
ti si +
tc fic +
tc sc +
tc tc0 fcc0 .
i

c

c

(4.28)

c,c0

For fixed assignments of the core, the last two terms are constant. Therefore, the score is
maximized by selecting the elements i with the largest values of:
si +

X

tc fic .

c

The best overall subset of k labels can be found by looping over the 2C configurations
of the core elements to be in the top k or not, and for each configuration to find the
best labels to add to the top k from the non-core elements. Selecting the k largest elements in a list of length N can be done in O(N ) (Blum et al., 1973), and sorting these in
O(k log k). Therefore, the overall algorithm to find the best subset of k items has running
time O(2C (N + k log k)). The same holds for loss augmented inference, since we can
write ∆p@k (Π, y) = ht, 1−yi/k, and by replacing the si with si + (1 − yi )/k, the best
subset is obtained in the same manner.
Gradient calculation In practice we use a sub-gradient descend method to learn the
parameters of the model. At each gradient evaluation we compute the loss-augmented
prediction Π∗ , and the maximum scoring zero loss ranking Π̃∗ to compute the gradient of
L w.r.t. the parameters. Note that in this way we obtain the true gradient, except when
either of the two maximizers is not unique, which is a set of measure zero in the parameter
space.
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Using t∗ and t̃∗ to denote the indicator vectors for items ranked in the top k according
to Π∗ and Π̃∗ respectively, the gradients of the loss-bound in Eq. (4.23) are easily found
using the definition of the score function in Eq. (4.27):
>

∇F `MR = t∗ t∗ > − t̃∗ t˜∗ ,
∇s `MR = t∗ − t̃∗ .

(4.29)
(4.30)

Thus for an interaction parameter fij we obtain a gradient signal if i and j are both in
the top k according to Π∗ , but not according to Π̃∗ , or vice versa. Similarly, for the label
scores si we obtain a gradient signal if Π∗ and Π̃∗ do not agree on i being in the top k.

4.7

Experimental evaluation

In this section we describe our experimental evaluation. We first present the used data
sets, features and evaluation measures. Followed by, in Section 4.7.2, the results on automatic and interactive image annotation, in which we experiment with different features
for the unary terms, different graph structures, and compare to state-of-the art methods.
In Section 4.7.3 we present the results on attribute-based image classification, in Section 4.7.4 we show results of a multi-word query retrieval experiment, and in Section 4.7.5
we present the results when learning for the precision-at-k measure.

4.7.1

Dataset, features and evaluation measures

Before presenting our experimental results we first describe the different data sets, features and evaluation functions we use. We also provide the details of the two-stage learning approach we use in most of our experiments.

4.7.1.1

Data sets and features

We have performed experiments on three recent public data sets, which we describe in
turn below together with the features used for each data set. In Figure 4.6 we show
example images from all three data sets.
ImageCLEF’10 data set We use ImageClef’10 to refer to the subset of the MIR-Flickr
data set (Huiskes and Lew, 2008) that was used as training set in the ImageClef’10 Photo
Annotation Challenge2 (Nowak and Huiskes, 2010). For the challenge, the training set
consisted of 8,000 images and the images were labeled with 93 diverse concepts.
2

Available at http://www.imageclef.org/datasets.
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Citylife; Outdoor;
Sky; Night;
Architecture;
Street; Church;
Visual Arts.

Summer; Trees;
Car; Day; Vehicle;
Architecture;
Teenager; Adult;
Old person.

No Visual Season;
No Visual Place;
No Visual Time;
Food; Painting;
No Blur; Cute.

Citylife; Day;
Outdoor; Sunny;
Big Group; Visual
Arts; Skateboard;
Teenager; Sports.

Fête des lumiéres;
Lyon; Building;
Night-shot; Boat

Postcard; Cablecar;
San Francisco;
1967; Tourist.

Yellow; Jaune;
Banane; Banana;
Plátano; Magritte.

London; Action;
Skateboard; Skate;
Urban.

Balcony; Building;
Door; Person;
Streetlight; Tree;
Wall; Window

Fence; Road; Tree;
Wall

Ground; Mountain;
Plant; Sky

Grass; Path;
Person; Tree

Chimpanzee
toughskin; insects;
fierce; meatteeth;
mountains; big;
ground; timid.

Giant Panda
fish; spots; group;
newworld;
domestic; bush;
smart; claws.

Hippopotamus
fish; solitary;
jungle; timid;
ground; swims;
water; walks.

Humpback Whale
black; coastal;
oldworld; muscle;
inactive; blue; fish;
tail; arctic.

Figure 4.6 Example images from the ImageClef’10 data set (top row), the SUN’09 data
set (middle row), and the AwA data set (bottom row) together with some of the relevant
labels. For the ImageClef’10 data set we also show some of the Flickr tags which are
provided for both the training and test set.
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In this case we tackle a multi-modal labeling task, since for each image the corresponding
set of Flickr-tags are provided, both at train time and test time. Hence, in our experiments
we use an early-fusion concatenation of visual and textual features. As visual features we
use FVs over 128-D SIFT and 96-D LCS descriptors, which are reduced to 64 dimensions
by PCA. We use a MoG with 256 Gaussians as a visual vocabulary, and compute the FV
w.r.t. to mean and covariance only. To incorporate the weak geometry of the scene we
use three spatial layouts (1 × 1, 2 × 2, and 1 × 3). Finally, the FVs are power and
`2 normalized. More details on the used image features is given in Section 2.1.2. As
textual representation for an image we use the `2 normalized vector of binary absences
and presences of the 698 most common Flickr-tags.
In most of our experiments on ImageClef’10, we split the data into five folds, e.g. by using
fold 1, we learn training classifiers and model parameters on fold 2 to 5, and evaluating
the model on fold 1. We report results averaged over the folds, unless otherwise stated.
For the sake of clarity we omit standard deviations since they are small compared to the
differences between the prediction methods.
In Section 4.7.2.4 we compare the performance of our structured models to the participants of the ImageClef’10 challenge. For these experiments we use the complete training
set of the challenge and evaluate performance on the 10,000 images from the test set.
Our baseline method is the winning system of the challenge (Nowak and Huiskes, 2010;
Mensink et al., 2010a).

SUN’09 data set The SUN’09 data set was introduced in (Choi et al., 2010) to study
the influence of contextual information on localization and classification3 . For this data
set we use the same visual features as for ImageClef’10 and we use the training set of
4367 images and the test set of 4317 images as defined by the authors. In contrast to the
PASCAL VOC 2007 (Everingham et al., 2007) data set, which has only 20 labels and over
50% of the images having only a single label, the SUN’09 set contains more labels (107)
and around 5 labels per image on average.

Animals with Attributes data set The Animals with Attributes (AwA, Lampert et al.,
2009) data set contains images of 50 animal classes, and a definition of each class in terms
of 85 attributes, for each class around 600 images are available. We follow the authors,
using the provided features4 , the same sum of RBF-χ2 kernels, and the same 40 training
and 10 test classes. The features provided are: color histograms, local self-similarity,
pyramid HOG, SIFT and colorSIFT, and SURF. We use this data set both to test image
annotation of the 85 attributes and attribute-based classification.
3
4

Available at http://people.csail.mit.edu/myungjin/HContext.html.
Available at http://attributes.kyb.tuebingen.mpg.de/.
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4.7.1.2

Evaluation measures and implementation

Evaluation measures For the image annotation and classification experiments we measure the performance of the methods using:
• MAP, a retrieval performance measure, which is the mean average precision (AP)
over all labels, where AP is computed over the ranked images for a given label.
• iMAP, correlates to the number of corrections needed to obtain a correct image
labeling; it is the mean AP over all images, where AP is computed over the ranked
labels for an image.
Two-stage learning of unary potentials In most of our experiments, we apply a twostage learning approach for the unary potentials. As a feature vector for the unary potentials in our structured models we use pre-trained binary SVM classifier scores. To obtain
representative SVM classification scores for the training set, we use a method similar to
Platt scaling (Platt, 2000). We use a subset of the training set to obtain classification
scores for another subset of the training set. This is important because SVM classifiers
will (almost) perfectly separate the training set, due to the high capacity of our image
features. If we would use SVM scores which separate perfectly the training set to train
the parameters of the structured model, it would seem that any structure is unnecessary.
We split each training set into several subsets (in our experiments, we have used 4 or 5
subsets), and for each image n, the classification score si (xn ) is obtained by training a
binary SVM for concept i on the union of subsets not containing the image n. This assures
us that the obtained scores are unbiased, i.e. the data is not perfectly separated, and allows
us to learn the parameters of the structured models.
For the independent models, we use these unbiased scores to learn a sigmoid function,
transforming SVM outputs into probabilistic outputs (Platt, 2000). For images in the test
set we use the SVM scores obtained by classifiers trained on all training images.
The classification scores, train/test splits for ImageClef’10 data set, and the multi-word
queries (see Section 4.7.4) are available for download5 .

4.7.2

Image annotation and classification

In this section we evaluate our structured predictions models in the fully automatic and
interactive image annotation task on the three data sets. The comparison in this section is
between the independent model and trees using the SVM based unary potentials, with the
tree structure being obtained based on the mutual information. We also consider using a
mixture-of-trees that has different node sizes.
5

Available at http://lear.inrialpes.fr/~mensink/data.
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Figure 4.7 Overview of the performance for the fully automated prediction setting (top
row), and an interactive setting with 5 and 10 questions (middle and bottom row). We
compare results of the independent model (blue), the trees with group sizes 1 ≤ k ≤ 4
(light-red), and the mixture-of-trees model (dark-red). Note the different y-scales.

4.7.2.1

Fully automatic image annotation

First, we analyze the influence of the structured models in the setting of fully automatic
label prediction. Therefore, we evaluate the image annotation performance on MAP and
iMAP, the results can be found in Figure 4.7, first row. For each data set, we compare
the independent prediction model (blue) against trees with a group size of k = 1 . . . 4
(light-red), and to the mixture of these 4 trees (dark-red).
To the best of our knowledge, our independent classifiers (the blue bars in Figure 4.7) have
state-of-the-art MAP performance on ImageClef’10 (conform Section 4.7.2.4). For the
SUN’09 and AwA data sets, we are the first to report MAP over image labels/attributes. In
Section 4.7.2.4 we show that our baseline classifier outperforms previously published results on SUN’09 using another evaluation measure. For the AwA data set, in Section 4.7.3,
we compare our baseline classifier in a zero-shot setting to the state-of-the art results
of (Lampert et al., 2009).
From Figure 4.7, we can observe that the MAP/iMAP performance of the structured prediction models is about 1 − 1.5% higher than of the independent model. The performance
differences between the models with different group sizes k should be seen as a trade-off
between model expressiveness and overfitting on the training data. For all data sets the
mixture-of-trees performs the best.
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Figure 4.8 Illustration of the effect of user interaction, (left) a tree without user input is
shown, (right) a tree is shown where one node (marked red) is observed due to user input.
As a result the tree is decomposed into several independent sub-trees.
The improvement of the structured models over the independent model is relatively modest in the fully automatic setting. This might be due to the fact that the trees only propagate
visual information in this case, which is already very well captured by the independently
trained SVM classifiers. In the next section, we will show that in an interactive annotation
scenario, the tree based structures can much better exploit and propagate user input than
an independent model.

4.7.2.2

Interactive image annotation

In order to further show the benefit of the proposed structured model, we simulate an
interactive image annotation system. The system iteratively selects a label based on the
entropy selection criterion, to be set by the “oracle” (the ground truth in our experiments,
but this could be a user). The annotation results obtained after 5 and 10 “questions” (i.e.
labels asked to the oracle) are shown in the second and third rows of Figure 4.7.
As expected, in this setting the structured models benefit more from the user input, since
they propagate the information provided by the user to update their belief of all labels. The
independent model can only update the predictions of the questioned image/label combinations (setting them to either 1 or 0), which explains the increase in their MAP/iMAP
performance. In the structured models, on the other hand, some of the label variables
become observed due to the user input. These nodes now no longer propagate visual information, but they send messages based on their observed values for the labels to the
nodes connected to them, see the illustration in Figure 4.8. This new information translates to better predictions on the unknown labels in the tree.
Hence, the overall gain in annotation prediction accuracy for the tree structured models is
much higher than for the independent model. Concerning the different tree models, again
the mixture-of-trees generally performs the best.
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Figure 4.9 Performance of different single label trees obtained by iterating the ChowLiu algorithm (blue), and mixtures of the trees up to step t (red). We show results for the
fully automatic setting (top row) and interactive setting with 10 questions (bottom row).

4.7.2.3

Further analysis of the proposed models

In this section we further analyze some of the characteristics of our models including the
tree structure, the unary potentials and the label elicitation strategies. All experiments are
conducted on the ImageClef’10 data set.

Selecting effective dependency structures The power of label predictions using structured models relies on the chosen dependency structure between the labels. Since both
using a fully connected label dependency model, as well as obtaining the optimal tree
structure for a discriminative model are intractable, we resort to approximate methods. In
the experiments above, we have used tree structures obtained by the Chow-Liu algorithm
and mixture-of-trees with multiple labels per node. In both cases the mutual information
was exploited to compute the structure.
In this section, we conduct two further experiments with the aim of evaluating the effect
of the selected tree structure on the annotation. In both cases, we use trees with a single
label per node (k = 1).
In the first experiment we test the following hypothesis: “the mixture-of-trees outperforms the individual tree models, only because it encodes multiple label dependencies”.
Therefore, we build several tree structures consecutively, by computing the maximum
spanning tree (MST) over the mutual information matrix, such that each tree uses only
edges, which were not used by any of the previous trees. The first tree we obtain in this
way equals the optimal tree according to the Chow-Liu algorithm.
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Gradient based
Chow-Liu algorithm

Auto

MAP
Q 5 Q 10

Auto

43.6
43.7

54.3
54.2

77.5
77.6

63.3
63.2

iMAP
Q 5 Q 10
87.1
87.1

92.3
92.4

Table 4.1 Comparison between different methods for obtaining a tree structure with a
singe label per node.

k=1
Two-stage
Jointly-learned

43.3
41.6

Automatic
k=2 k=3 k=4
44.0
41.6

44.6
42.0

44.8
40.4

Mixt
44.9
41.8

After 10 questions
Two-stage
Jointly-learned

62.9
60.2

65.7
61.6

66.5
62.2

66.4
61.7

66.7
63.2

Table 4.2 Performance in MAP of different learning approaches for the unary potentials, for trees with 1 ≤ k ≤ 4 and the mixture of the four trees.
In Figure 4.9, we show the performance of the individual trees and of the mixtures of these
trees. For the mixture of step t, we make use of an equal weighting of the trees obtained
in the first t steps. From this figure we see that in the fully automatic setting, a mixture
of these trees can slightly improve the performance over the individual trees including
the Chow-Liu tree. However, in the interactive setting we observe that the model using
the Chow-Liu tree outperforms any of the other trees, or mixtures thereof, both on MAP
and iMAP. Furthermore, comparing these results with those in Figure 4.7, it becomes
clear that mixing different single node trees leads to a much lower improvement, than
considering the mixture-of-trees with different group sizes k.
In the second experiment, we compare two different methods to build the tree, using a
single label per node. The first method uses the Chow-Liu algorithm (as in previous
experiments) and the second method builds a tree based on gradient information. To
obtain the “gradient tree”, we iteratively add edges based on the current gradients of
the model. The results in Table 4.1 show that the MAP/iMAP performances of the two
methods are very similar both for the fully automatic setting and for the interactive setting.
We conclude from these experiments that the structure obtained with the Chow-Liu algorithm – which gives the optimal tree for a generative model – and the mixture-of-trees with
different number of labels per node are effective methods to obtain dependency structures
for our model.
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Joint learning of unary potentials In the experiments so far, we have followed a twostage learning approach and used the pre-trained SVM classifier scores as features in the
unary potentials. Joint learning of the unary and pairwise potentials might be more effective since the unary potentials can take into account the effect of the pairwise potentials.
To test this, we set φ(xn ) to be the concatenation of visual and textual features, yielding
a high-dimensional vector, and use the kernel representation of Eq. (4.7) to optimize the
regularized log-likelihood defined in Eq. (2.22). We vary the regularization parameter λ
in the range [10−6 , 10−2 ], and report the best results. In this experiment, we have used
only fold 1 of the ImageClef’10 data set, instead of averaging over all folds. The reason
is that the computational cost for this experiment is much higher, and since we have observed similar behavior on different folds, we expect that the results will generalize to the
other folds as well.
From Table 4.2, we see that the joint learning of the unary potentials never matches the
performance obtained with the pre-trained SVM classifier based unary potentials. This
observation is consistent along all tested settings, the fully automatic and the interactive
evaluation setting, as well as different label group sizes per node.
These results are in contrast with those of (Nowozin et al., 2010), where pre-training is
shown to be competitive yet outperformed by joint learning. Note that our work differs
from theirs in at least two important ways:
1. Our unary potentials for image labeling use global FV image representations, these
are probably much stronger than their unary potentials for pixel-wise labeling,
which use only local features.
2. Our pre-trained SVM scores resemble test-time prediction scores, since they are
obtained in a cross-validation manner (see Section 4.7.1), while in (Nowozin et al.,
2010) such a procedure is not followed.
We interpret these findings as an indication that in the presence of strong unary potentials,
it is important to use unary scores that are representative of the test data scores.
Label elicitation strategy Here we show the benefit of the proposed label elicitation
methods. Therefore we compare the performances of the independent model and the
mixture-of-trees model using two different label elicitation strategies. The first strategy
is the entropy based selection criteria, described in Section 4.5. The second is to randomly select labels, for which we report the mean performance over 10 evaluations using
different randomly selected questions.
The results in Figure 4.10 show the performance of the independent predictors (blue) and
our mixture model (red), from no user input to complete user-input. We can see that both
models benefit more from the label entropy based elicitation mechanism compared to the
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Figure 4.10 Performance of MAP and iMAP as a function of the number labels set by
the user on ImageClef’10 data set.
randomly selected labels. Furthermore, we observe that our structured method achieves
correct labeling after significantly fewer questions than the independent predictors.

4.7.2.4

Comparison to related work

In this section we compare our methods to state-of-the-art results obtained on the ImageClef’10 and SUN’09 data sets.
ImageClef 2010 photo annotation challenge Here, we compare to the participants of
the ImageClef’10 VCDT task. For this experiment we use the training and test split as
provided by the organizers of the challenge, and we report performance using the interpolated MAP, while in the rest of the chapter we report non-interpolated MAP.
In Table 4.3 we show the performance of our baseline independent models and TagProp,
which we submitted to the challenge, we show the top performing results of other the participants in the ImageClef’10 challenge and we show the performances of our structured
mixture-of-trees methods. For an overview of the challenge, including the participants,
different methods and results, see (Nowak and Huiskes, 2010). In the table, we indicate
for each model whether it uses only the visual modality (V) or uses both the visual and
textual modalities (V&T).
Our baseline system was the winner of the challenge when using both modalities. In
Section 2.2.2 we have compared TagProp and SVM classifiers on the same data set, and
reported the influence of using the different feature types and modalities. In Table 4.3,
we also show the performance of the mixture-of-trees models, employing a two-stage
learning approach, when using both modalities (V&T) and when using only the visual
modality (V). Again, we observe that the structured models outperform the independent
models by about 1% MAP for both sets of features.
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Team and method

Modality

MAP

SVM
TagProp
SVM

V&T
V&T
V

45.5
43.7
38.9

V
V
V
V&T

40.7
34.9
33.4
32.6

V&T
V

46.7
40.0

ISIS - MKL
HHI
IJS
MEIJI

(van de Sande and Gevers, 2010)
(Mbanya et al., 2010)
(Dimitrovski et al., 2010)
(Motohashi et al., 2010)

Mixture-of-trees

percentage all N correct

2437

3105

3757

4217

1

4314

Table 4.3 Performance in MAP on the ImageClef 2010 VCDT Challenge.
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Figure 4.11 Comparison of the performance of our independent and mixture-of-trees
methods to the results of (Choi et al., 2010) on the SUN’09 data set.

Comparison to the hierarchical context model In this section, we compare our method
to the state-of-the-art results on the SUN’09 obtained with the hierarchical context method
(HContext) proposed in (Choi et al., 2010). For this comparison we used their evaluation
method, which computes the percentage of images in which the top N predicted labels
are all correct, taken over the images with at least N labels.
Results for our independent and structured models along with the results of Choi et al.
(2010) are shown in Figure 4.11. We observe that our independent method clearly outperforms the HContext method, even in spite of the fact that the HContext model uses the
object bounding boxes during training, while our independent method uses only global
image labels. The performance difference can be partially explained by the stronger image representation (Fisher Vectors) we use compared to their Gist (Oliva and Torralba,
2001) features. This comparison shows the strength of our baseline method.
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Indep
Mixt

Auto

1

2

3

4

5

6

7

8

38.1
40.4

55.5
59.2

71.0
75.7

79.9
88.8

86.1
96.0

91.1
99.1

95.3
99.7

97.7
100.0

99.6
100.0

Table 4.4 Zero-shot attribute-based classification accuracy of the independent and
mixture-of-trees models. Initial results, and after user input for 1 up to 8 attributes.

4.7.3

Attribute-based prediction of unseen classes

In this section we evaluation the performance of our attribute prediction models in the
context of zero-shot classification. The AwA data set was introduced for transfer learning
by means of sharing attributes used to represent different classes. We use the zero-shot
prediction paradigm, where the test classes and training classes are disjoint. Hence, in
this section we evaluate the performance of our structured models in predicting class
labels of images from unseen classes based on the class specific configuration of the 85
attributes. To compare our approach to the state-of-the art, we use the same settings and
the same evaluation measure (mean of the diagonal of the normalized confusion matrix)
as in (Lampert et al., 2009).
For these experiments we use the independent model and the mixture-of-trees model with
unary terms using the two-stage learning strategy, the trees obtained with the mutualinformation criteria, and we use the suggested entropy based attribute elicitation for the
interactive scenario. Table 4.4 shows the performance of the independent model6 and our
mixture-of-trees model.
Note that the tree-structured models learn attribute dependencies for the training classes
which are different from the test classes, i.e. during testing we encounter combinations
of attributes which we have never been seen before. Still, our model is able to take
advantage of the learned attribute dependencies to significantly improve over the results
of the independent model.

4.7.4

Multi-word query retrieval

In this section we evaluate our structured models for keyword based image retrieval. In
the image classification tasks described in the previous sections we have used the MAP
performance measure. This resembles in fact the evaluation of an image retrieval system where the query consists of single labels, since it computes the AP per label, and
then takes the mean. In a general purpose image retrieval system however, users tend to
6

Our baseline result of 38.1 is somewhat below the result of 40.5 reported in (Lampert et al., 2009).
After several conversations with the authors, we conclude that this is probably due to the use of different
class correction terms.
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Table 4.5

Query length
Number of queries

1
93

2
1,535

3
9,343

4
28,929

5
53,807

Independent model
Mixture-of-trees

43.7
44.9

26.7
27.8

21.2
22.2

19.1
20.0

18.3
19.2

Performance for text based image retrieval, in MAP, using multi-word queries.
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Figure 4.12 Performance of multi-word query image retrieval, grouped by the query
length and the number of positive images in the data set.
use multi-word queries to find images or documents. Therefore, in this experiment we
evaluate our proposed models for multi-word queries using the ImageClef’10 data set.
For this experiment we have created a query set containing all multi-word queries up to
length 5, with at least 5 positive images in all of the test folds. A positive image means
that all words from the query are relevant for this image according to the ground truth.
This yields a query set of about 95.000 queries. All results are averaged over the 5 test
folds of the ImageClef’10 data set.
Let {yq } denote the set of labels for a specific query. For each query, we rank the images
according to the likelihood p({yq }|x), i.e. the marginal that the query terms are relevant.
For the tree model, we have:
p({yq }|x) =

1
Z(x)

X

 Zq (x)
exp E(y, x) =
,
Z(x)

y
s.t.∀i∈{yq }:yi =1

where Z(x) is the partition function, and Zq (x) is the query-specific partition sum. The
term Zq (x) can easily be computed using standard BP: it equals to the partition function
while clamping all labels {yq } to 1. For the mixture-of-trees model we use p({yq }|x) =
P
t πt pt ({yq }|x), and for the independent model we use:
p({yq }|x) =

Y

i∈{yq }

p(yi = 1|x).
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In Table 4.5 we compare the mixture-of-trees model to the independent model. We observe an improvement of about 1% in MAP when using the mixture-of-trees over the
independent model, regardless of the query length.
In contrast to what Table 4.5 suggests, it seems that the difficulty of a query is mainly
determined by the number of positive images available for that query in the data set,
which in turn depends on the length of the query. To demonstrate this, in Figure 4.12
we show the performance in MAP as a function of the query length and the frequency of
positive images in the test set. This figure shows that the MAP performance is much more
influenced by the number of positive images available for the query, than the number of
words in the query. Indeed, for short queries there tend to be many more positive images,
so the overall performance is higher than for the longer queries. Furthermore, if we fix
the query length, the performance increases when the number of positive images in the
test set increases.

4.7.5

Learning to rank for p@k

In this section we present our experimental evaluation to learn the ranking of labels for
an image. For this we use, again, the training set of the ImageClef’10 data set. In the
experiments we compare an independent model to a c-star model with 5 nodes in the
core, both optimized for precision-at-k. The nodes selected for the core are chosen to
optimize the mutual information of the core to the other labels, in a greedy fashion.
When learning p@k models, however, there is not a unique target prediction when an
image does not have precisely k relevant labels. Therefore, in general there will be many
sets of k labels that attain the minimum possible loss for a given image. To bypass this
issue we use a loss which has a unique minimal solution. Such a loss is given by the
precision-at-k, when k equals the number of relevant items for this image. This is also
known as the break-even precision (BEP), which we use in our experiments.
In Table 4.6 we show the results of our models on BEP. We consider using a two-stage
learning approach and compare them to a joint training method, similar as we did for the
tree models. We observe that using the joint learning approach gives a small but marked
improvement over using the two-stage approach, this contrasts to our findings for the tree
structured models, and might be because the SVMs were trained for accuracy and not for
BEP. We also see that the c-star structured models improve performance by about 1–1.5%.
To investigate the influence of the structured models more, we also evaluate them in an
interactive image labeling setting. In this case we cannot use the entropy criterion for
selecting the labels, but we use a related method adjusted for the max-margin framework.
To select the label to present to the user, we compute for each label the maximum score
that can be obtained when it is forced to be inside or outside the top k. The difference
between the two scores relates to the confidence of the system that the label should be
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Two-stage learning
Joint learning

Auto

Independent
Q1
Q5

Q10

Auto

66.6
67.8

68.5
69.7

81.1
82.1

68.0
68.6

75.0
76.1

c-Star, c = 5
Q1
Q5 Q10
69.8
70.6

76.1
77.2

81.6
83.3

Table 4.6 Break Even Point precision on ImageClef’10 for the independent and structured models. The performance is measured in a fully automatic setting versus an interactive setting after Q = {1, 5, 10} questions.

Independent
Independent
c-Star
Mixture-of-trees

Rank
Class
Rank
Class

Auto

Q1

Q5

Q10

67.8
68.3
68.6
69.1

69.7
69.9
70.6
71.7

76.1
75.4
77.2
79.6

82.1
80.8
83.3
86.7

Table 4.7 Comparison of BEP performance between the models optimized for the ranking measure (Rank) and the models optimized for classification accuracy (Class). The
performance is shown for the automatic setting and the interactive setting.

selected or not. Intuitively, if the two scores are far apart the model prefers a specific state
of the label (low entropy), while if the scores are very close the model does not care (high
entropy). For each image we select the label with the lowest score difference. The results
of the interactive image labeling experiment are also shown in Table 4.6. It shows that the
structured model consistently improves over the independent model.

In Table 4.7, we compare the independent and c-star models optimized for the BEP measure, with the independent and mixture-of-trees models optimized for classification accuracy, on the BEP measure. For the models optimized for classification we have used the
two-stage training strategy, the trees based on mutual information, and the entropy-based
elicitation strategy, while for the ranking models we have used the joint learning strategy.

From the results we observe that the structured models (c-star and mixture-of-trees) always outperform any of the independent models, and that the mixture-of-trees model
outperforms the c-star model. This might be the result of the larger number of labelinteractions which is encoded in the mixture-of-trees model, compared to the c-star model.
For the independent models we observe that the model optimized for classification outperforms the ranking-model in the fully automatic setting. However, in the interactive
scenario the results are reversed. A possible explanation is that the label elicitation strategy selects better labels to be set by the user.

104

4.8

4. S TRUCTURED M ODELS FOR I NTERACTIVE I MAGE L ABELING

Conclusion

In this chapter we have introduced several structured image labeling models to capture
label dependencies.
First, we have defined a tree-based model and extended it to capture more label dependencies, by using multiple labels per node, and using mixtures of such models. We have
explored different options for the unary potentials, and two methods to obtain the graphical structures. We have found that the best performance is obtained using a mixture-oftrees, where each tree has a different group size of k labels per node, and where the unary
potentials are given by pre-trained SVM classifiers.
Second, we have considered an interactive scenario, where the system is allowed to ask
a user to set the value of a small number of labels at test time. Such a scenario offers
a trade-off between label accuracy and labeling effort. The proposed structured models
are able to transfer user input to other image labels yielding more accurate predictions.
This holds even more when the labels are selected following the entropy based criterion
to reduce the remaining uncertainty on the other labels.
Third, besides the use for image labeling, we have also successfully applied the structured
models for attribute-based classification. In this case the structured models are defined at
the attribute-level, and the attribute predictions are used for classification. Also, for the
attribute-based prediction we have used the interactive setting, and our structured models
obtained higher accuracy than the independent model with a small amount of user input
on the attribute level.
Finally, we have considered learning for the precision-at-k ranking cost function. We have
shown the relation between structured ranking models, which models label dependencies
and quadratic assignment problems. While quadratic assignment problems are in general
NP hard, we have identified a subclass which is solvable in polynomial time. Using the
c-star models, combined with a scorings function which shares the same invariances as
the precision-at-k measure, the algorithm runs in O(2C (N + k log k)).
We have experimentally shown that the c-star models yield a modest but consistent improvement over the model assuming independence among the labels. However, the mixtureof-trees model, while optimized for classification accuracy, outperforms the c-star model.
This might be the results of the larger number of label dependencies encoded in the
mixture-of-trees model.
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In this chapter we address the goal of large scale image classification, in a setting which
allows for classification of classes not seen during training. We cast this problem into
one of learning a low-rank metric, which is shared across all classes. For classification
we explore k-nearest neighbor (k-NN) and nearest class mean (NCM) classifiers. Both
methods can incorporate images from new classes at (near) zero cost: by adding them to
the database (for k-NN), or by computing class means (for NCM). To recognize the new
classes, the methods rely on a metric that was trained on other classes. This chapter is
based on (Mensink et al., 2012a, Submitted2012).

5.1

Introduction

In this chapter we focus on the problem of large-scale image classification, which gained
a lot of research interest since the introduction of the ImageNet data set (Deng et al.,
2009). The predominant approach to this problem is to treat it as a classification problem.
Recently, impressive results have been reported on 10,000 or more classes (Deng et al.,
2010; Weston et al., 2011; Sánchez and Perronnin, 2011; Le et al., 2012). A drawback
of these methods, however, is that when images of new categories become available, new
classifiers have to be trained at a relatively high computational cost.
In contrast to these approaches, we consider methods which enable the addition of new
classes and new images to existing classes at (near) zero cost. Such a method could
be used continuously, while new images and classes become available, and additionally
iterated from time to time with a (computationally heavier) method to update the metric
using all available data to ensure best performance.
We explore two methods which allow for adding new images and classes on the fly.
1. The k-nearest neighbor (k-NN) classifier is a highly non-linear and non-parametric
classifier that has shown competitive performance for image annotation (Deng et al.,
2010; Weston et al., 2011; Guillaumin et al., 2009a). To incorporate new images (of new classes), they have to be added to the database, and can be used
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for classification without further processing. Its main drawback is that the nearest neighbor search for classification is computationally demanding for large and
high-dimensional data sets.
2. The nearest class mean classifier (NCM), represents classes by their mean feature
vector, see e.g. (Webb, 2002). Contrary to the k-NN classifier, this is a linear classifier which leads to efficient classification. The cost of computing the mean can be
neglected with respect to the cost of feature extraction and this operation does not
require accessing images of other classes. The complete distribution of the training
data of a class is, however, only characterized by its mean and it is therefore unclear
whether this is sufficient for competitive performance.
The success of both methods critically depends on the metric which is used to compute the
distance between an image and other images (for k-NN) or class means (for NCM). Therefore, we cast our classifier learning problem as one of learning a low-rank Mahalanobis
distance which is shared across all classes. We explore several strategies for learning such
a metric. For k-NN classification, we use the Large Margin Nearest Neighbor (LMNN)
framework (Weinberger et al., 2006) and investigate two variations similar to the ideas
presented in (Checkik et al., 2010; Weinberger and Saul, 2009) that significantly improve
its classification performance. We also introduce an efficient gradient evaluation method,
which allows for faster training. For the NCM classifier, we propose a novel metric learning algorithm based on multi-class logistic discrimination, where a sample from a class is
enforced to be closer to its class mean than to any other class mean in the projected space.
Most of the experiments conducted in this chapter use the ImageNet Large Scale Visual
Recognition Challenge 2010 (ILSVRC’10) data set. This data set contains over 1.2M
training images of 1,000 classes. To apply the proposed metric learning techniques on
this data set, we employ stochastic gradient descend (SGD) algorithms, which access
only a small fraction of the training data at each iteration (Bottou, 2010). In addition,
we use product quantization to fit the high-dimensional image features of the data sets in
memory.
We compare the performance of the k-NN and NCM classifiers to a baseline approach.
As baseline we use the state-of-the-art approach of (Sánchez and Perronnin, 2011), which
uses Fisher Vector (FV) image representations and one-vs-rest linear SVM classifiers. For
fair comparison, the k-NN and NCM classifiers use the same FV image representations.
We also show the generalization performance of the k-NN and NCM classifiers to new
classes. In a first experiment, we train a metric on a subset of 800 classes of ILSVRC’10
and include the 200 held-out classes at test time. In a second experiment, we train a
metric on the ILSVRC’10 data set and apply it to the larger ImageNet-10K data set, which
consists of 4.5M training images of 10K classes (Deng et al., 2010). Once the metric is
learned, we compute the 10K class means on 64K dimensional features in less than an
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hour on a single CPU, while learning one-vs-rest linear SVMs on the same data takes on
the order of 280 CPU days.
Finally, we explore a zero-shot setting where we estimate the class means of novel classes
based on related classes in the ImageNet hierarchy. We show that the zero-shot class mean
can be effectively combined with the empirical mean of a small number of training images. This provides an approach that smoothly transitions from settings without training
data to ones with abundant training data.
The rest of the chapter is organized as follows. In Section 5.2 we discuss a selection
of related work which is most relevant to the topics of this chapter. In Section 5.3 we
present metric learning techniques for k-NN classifiers. In Section 5.4 we introduce the
NCM classifier together with an extension to use multiple means. We present extensive
experimental results in Section 5.5, analyzing different aspects of the proposed methods
and comparing them to the current state-of-the-art in different application settings such as
large scale image annotation, transfer learning and image retrieval. Finally, in Section 5.6
we conclude this chapter.

5.2

Related work

In this section we discuss some of the most relevant work on large-scale image annotation,
metric learning, and transfer learning.
Large-scale image annotation The ImageNet data set (Deng et al., 2009) has been a
catalyst for research on large-scale image annotation. To ensure scalability, linear classifiers such as SVMs are often used (Sánchez and Perronnin, 2011; Lin et al., 2011). Additionally, to speed up classification, dimension reduction techniques could be used (Weston
et al., 2011), or a hierarchy of classifiers could be learned (Bengio et al., 2011; Gao and
Koller, 2011).
The current state-of-the-art uses efficient linear SVM classifiers trained in a one-vs-rest
manner (Lin et al., 2011; Perronnin et al., 2012). Besides one-vs-rest training, large-scale
ranking-based formulations have also been explored in (Weston et al., 2011). Interestingly, this approach performs joint classifier learning and dimensionality reduction of the
image features. Operating in a lower-dimensional space acts as a regularization during
learning, and also reduces the cost of prediction at test time. Our proposed NCM approach
also learns low-dimensional projection matrices but the weight vectors are constrained to
be the class means. This allows the efficient addition of novel classes.
In (Deng et al., 2010; Weston et al., 2011) k-NN classifiers were found to be competitive
with linear SVM classifiers in a very large-scale setting involving 10,000 or more classes.
The drawback of k-NN classifiers, however, is that they are expensive in storage and
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computation, since in principle all training data needs to be kept in memory and accessed
to classify new images. The storage issue is also encountered when SVM classifiers are
trained since all training data needs to be processed in multiple passes. To reduce the
storage needs, we exploit PQ encoding to compress high-dimensional image signatures
when learning our metrics.
Metric learning There is a large body of literature on metric learning, but here we limit
ourselves to highlighting relevant methods that learn metrics for (image) classification
problems. Other methods aim at learning metrics for verification problems and essentially
learn binary classifiers that threshold the learned distance to decide whether two images
belong to the same class or not e.g. (Nowak and Jurie, 2007; Guillaumin et al., 2009b).
Metric learning is also used for text retrieval, where documents are described by highdimensional but sparse feature vectors, and ranked according to their relevance for a given
query e.g. (Bai et al., 2010).
Among the methods that learn metrics for classification, the Large Margin Nearest Neighbor (LMNN, Weinberger et al., 2006, see also Section 2.2.2) approach is specifically designed to support k-NN classification. It tries to ensure that for each image a predefined
set of target neighbors from the same class is closer than samples from other classes.
Usually the set of target neighbors is chosen and fixed using the `2 metric in the original space. This can be problematic since the `2 distance might be quite different than
the optimal metric. Therefore, we explore two variants of LMNN that avoid using such
a pre-defined set of target neighbors, similar to the ideas presented in (Weinberger and
Saul, 2009; Checkik et al., 2010). Both variants lead to significant improvements. Since
the LMNN objective decomposes over triplets of images, it can be sampled in an SGD
training procedure, and therefore this method can scale to large data sets.
The large margin nearest local mean classifier (Chai et al., 2010) assigns a test image
to a class based on the distance to the mean of its nearest neighbors in each class. This
method was reported to outperform LMNN, but requires computing all pairwise distances
between training instances and therefore does not scale well to large data sets. Similarly,
TagProp (Guillaumin et al., 2009a) suffers from the same problem. It consists in assigning
weights to training samples based on their distance to the test instance and in computing
the class prediction by the total weight of samples of each class in a neighborhood. Because of their poor scaling properties, we do not consider the comparison to these methods
in our experiments.
Closely related to our metric learning approach for the NCM classifier is the LESS model
of (Veenman and Tax, 2005). They learn a diagonal scaling matrix to modify the `2 distance by rescaling the data dimensions, and include an `1 penalty on the weights to perform feature selection. In their case, NCM is used to address small sample size problems
in binary classification, i.e. cases where there are fewer training points (tens to hundreds)
than features (thousands). Our approach differs significantly in that (i) we work in a
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multi-class setting and (ii) we learn a low-dimensional projection matrix, which allows
for reducing the dimensionality of our high-dimensional features.
The method of (Zhou et al., 2008) is also related to our method since they use a NCM classifier and an `2 distance in a subspace that is orthogonal to the subspace with maximum
within-class variance. However, their technique involves computing the first eigenvectors
of the within-class covariance matrix, which has a computational cost between O(D2 ) and
O(D3 ), which again is undesirable for high-dimensional feature vectors. Moreover, this
metric is heuristically obtained, rather than directly optimized for maximum classification
performance.

Transfer learning The term transfer learning is used to refer to methods that share
information across classes during learning. Examples of transfer learning in computer
vision include the use of part-based or attribute class representations. Part-based object
recognition models (Fei-Fei et al., 2006) define an object as a spatial constellation of parts,
and share the part detectors across different classes. Attribute-based models (Lampert
et al., 2009), which we have used in Chapter 4, characterize a category (e.g. a certain
animal) by a combination of attributes (e.g. is yellow, has stripes, is a carnivore), and
share the attribute classifiers across classes. Other approaches include biasing the weight
vector learned for a new class towards the weight vectors of classes that have already
been trained (Tommasi and Caputo, 2009). Zero-shot learning (Larochelle et al., 2008)
is an extreme case of transfer learning where for a new class no training instances are
available, but a description is provided in terms of parts, attributes, or other relations to
already learned classes. In (Rohrbach et al., 2011) various transfer learning methods were
evaluated in a large-scale setting using the ILSVRC’10 data set. They found transfer
learning methods to have little added value when training images are available for all
classes. In contrast, transfer learning was found to be effective in a zero-shot learning
setting, where classifiers were trained for 800 classes, and the performance was tested in
a 200-way classification across the held-out classes.
In this chapter we also aim at transfer learning, in the sense that we allow only a trivial
amount of processing on the data of new classes, storing in a database, or averaging, and
rely on a metric that was trained on other classes to recognize the new ones. In contrast to
most work on transfer learning, we do not use any intermediate representation in terms of
parts or attributes, nor do we train classifiers for the new classes. While also considering
zero-shot learning, we further evaluate performance when combining a zero-shot model
inspired by (Rohrbach et al., 2011) with progressively adding more training images per
class, from one up to thousands. We find that the zero-shot model provides an effective
prior when a small amount of training data is available.
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5.3

Metric learning for k-NN classification

In this section we discuss metric learning for k-NN classifiers, where we follow and extend the approach of LMNN (Weinberger et al., 2006). We learn Mahalanobis distance
functions of the form:
dM (x, x0 ) = (x − x0 )> M (x − x0 ),

(5.1)

where x and x0 are D dimensional vectors, and M is a positive definite matrix. We focus
on low-rank metrics with M = W > W and W ∈ Rd×D , where d ≤ D.
The Mahalanobis distance induced by W is equivalent to the `2 distance after linear projection of the feature vectors on the rows of W :
dW (x, x0 ) = (x − x0 )> W > W (x − x0 ) = ||W x − W x0 ||22 .

(5.2)

The dimensionality d of the low-rank matrix W is used as a regularization parameter, and
to reduce the classification and storage cost compared to a full-rank Mahalanobis distance.
We do not consider using the more general formulation of M = W > W + S, where
S is a diagonal matrix, as in (Bai et al., 2010). While this formulation requires only D
additional parameters to estimate, it still requires computing distances in the original highdimensional space. That is costly when using the dense and high-dimensional (4K-64K)
Fisher Vectors we use to represent images.

5.3.1

Large margin nearest neighbor metric learning

The main objective of LMNN is to learn a metric, such that images from the same class
are closer than images from other classes. We have discussed LMNN in Section 2.2.2,
but for clarity we restate its main principles. The learning objective is based on triplets
consisting of a query image q, a positive image p from the same class, and a negative
image n from another class. The loss for such a triplet is given by:


Lqpn = 1 + dW (xq , xp ) − dW (xq , xn ) + .

(5.3)

The hinge-loss is zero if the negative image n is at least one distance unit further from the
query q than the positive image p, and the loss is positive otherwise. The sub-gradient of
the loss of a triplet is given by:
∇W Lqpn = [[Lqpn > 0]] 2 W



>

>

(xq − xp )(xq − xp ) − (xq − xn )(xq − xn )



. (5.4)
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We use the sum of the per-triplet loss as the final learning objective:

L=

N
X

(5.5)

Lq

q=1

Lq =

X X

Lqpn ,

(5.6)

p∈Pq n∈Nq

where Pq and Nq denote a predefined set of positive and negative images for the query xq .
In Weinberger et al. (2006) the set of targets Pq for a query q is set to the query’s k-nearest
neighbors from the same class in the original space. This implicitly assumes that the `2
distance in the original space is a good similarity measure, which is in practice not always
the case. Therefore, we consider two alternative strategies:
1. The set of targets Pq is defined to contain all images of the same class as q. We refer
to this method as ‘All’ in the experiments. This is similar to (Checkik et al., 2010)
where the same type of loss was used to learn image similarity defined as the scalar
product between images feature vectors after a learned linear projection.
2. The set of targets Pq is dynamically determined to contain the k images of the
same class that are closest to q using the current metric. We refer to this method
as ‘Dynamic’ in the experiments. This method corresponds to minimizing the loss
function also with respect to the choice of Pq . Hence, different target neighbors
can be selected than the ones obtained in the original space. A similar approach
has been proposed in (Weinberger and Saul, 2009), where every T iterations Pq is
redefined using target neighbors according to the current metric.
In the next section we propose an efficient gradient evaluation method, which allows to
approximate the dynamic set of target neighbors at each iteration at a negligible additional
cost compared to using a fixed set of target neighbors or using all images of the same class
as target neighbors.

5.3.2

SGD training: triplet sampling and gradient calculation

The objective function of the k-NN metric learning approach described in the previous
section is defined over triplets of images. Even if we disregard the set of target neighbors,
each query image is paired with all images of other classes as a negative image. Thus, if
we have N training images evenly distributed among C classes, this would yield already
N (N − N
) pairs. For the ILSVRC’10 data set, we have N ≈ 106 and C = 103 which
C
leads to roughly 1012 pairs, and to even more triplets.
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Evaluating the exact gradient over all training triplets is computationally infeasible, therefore we rely on SGD training, where in each iteration we estimate the gradient using
triplets from a limited set of m  N images. Below, we detail how we can increase
the efficiency of the SGD training by using an appropriate strategy to sample triplets of
images, and by using an efficient algorithm for gradient evaluation.
Triplet sampling strategy In this section we describe a sampling strategy which generates about 4 million triplets by using only 300 images. Using a small number of m
images per SGD iteration is advantageous since the cost of the gradient evaluation is in
large part determined by (1) the cost of computing the projections W x for the m image
signatures to the low dimensional space using projection matrix W , and (2) the cost of
decompressing the PQ encoded signatures if these are used.
In our sampling strategy, we first select uniformly at random a class c from which we will
sample query images. We then sample ρm images from class c, with 0 < ρ < 1, and
the remaining (m − ρm) images are uniformly sampled from the other classes. We can
consider the number of triplets t we can generate as a function of ρ for a given ‘budget’
of m images to be accessed. In the case where Pq is set according to the ‘All’ strategy, the
number of triplets t that can be generated for a specific ρ is given by:
t(ρ) = (ρm)(ρm − 1)(m − ρm),

(5.7)

since we can pair the ρm images with the ρm − 1 other images from the same class, and
each pair forms a triplet with any of the m − ρm negative sampled images. The number
of triplets t can be approximated by:
t(ρ) ≈ m3 ρ2 (1 − ρ),

(5.8)

and hence, the number of triplets is maximized when we choose ρ ≈ 32 . In our experiments, we use ρ = 32 and m = 300 images per iteration, leading to about 4 million triplets
per iteration.
Roughly the same number of triplets could also be generated by sampling two images for
each of the C = 1, 000 classes. In this case, there are two query images per class, forming
a pair with the other positive image, and each pair can form a triplet with the 2(C − 1)
images of other classes, leading to 4C(C − 1) ≈ 4M triplets. In this manner, however,
we would need to access m = 2, 000 images, which is about 7 times more costly than
using the described approach with m = 300.
When we use one of the other methods for Pq we do the following:
• For a fixed set of target neighbors, we still sample m3 negative images, and take as
many query images together with their target neighbors until we obtain 2m
images
3
allocated for the positive class.
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• For a dynamic set of target neighbors we simply sample 2m
positive and m3 nega3
tive images, and select the dynamic target neighbors among the sampled positive
images. Although approximate, this avoids computing the dynamic target neighbors among all the images in the positive class and still gives good results, see
Section 5.5.
Efficient gradient evaluation Here, we introduce an efficient method to compute the
gradient. By making use of sorting distances w.r.t. query images, it computes the gradient
without explicitly iterating over all triplets, and it allows for approximating the closest
neighbors when Pq is dynamically determined at a negligible additional cost.
By observing that the gradient Eq. (5.4) takes the form of outer products of the feature
vectors, we can write the gradient in matrix notation as:
∇W L = W XAX > ,

(5.9)

where X contains as columns the feature vectors x of the m images used in a particular
SGD iteration, and A is a coefficient matrix. This shows that, once A is available, the
gradient can be computed in O(m2 ) time, even if a much larger number of triplets is used.
First, we consider the case when Pq is set to all images of the same class.
A closer look at the gradient per query reveals that:
∇W Lq = +2W


XX
>
>
[[Lqpn > 0]] (xp x>
p − xq xp − xp xq )
p

n

n

p


XX
>
>
− 2W
[[Lqpn > 0]] (xn x>
n − xq xn − xn xq ).

(5.10)

Therefore, the coefficient matrix A can be computed from the number of hinge-loss generating triplets in which each p ∈ Pq and each n ∈ Nq occurs:
Aqn = 2
Aqq =

X
p

X

[[Lqpn > 0]],

p

Aqp −

X
n

Aqn ,

Apq = −2
App =

X
q

X
[[Lqpn > 0]],
n

Aqp ,

Ann =

(5.11)
X

Aqn .

(5.12)

q

To compute the coefficients Aqn and Aqp we use the following algorithm:
1. Sort all distances w.r.t. query q in ascending order; to account for the offset in the
hinge-loss use dW (xq , xp ) + 1 as distance, for each positive image.
2. Accumulate, from start to end, the number of negative images up to each position.
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3. Accumulate, from end to start, the number of positive images after each position.
4. Read-off the number of hinge-loss generating triplets of image p or n w.r.t. query q.
The same algorithm can be applied when using a small set of fixed, or dynamic target
neighbors. In particular, it allows the target neighbors to be determined dynamically
at a negligible additional cost. Making use of the already sorted list, we can trivially
identify the target neighbors. In this case only the selected target neighbors obtain nonzero coefficients, therefore in step 3 of the algorithm, we simply accumulate the number
of target neighbors after each position, instead of the number of positive images.
The cost of this algorithm is O(m log m) per query, and thus O(m2 log m) when using
O(m) query images per iteration. This is significantly faster than explicitly looping over
all O(m3 ) triplets to check if they generate a hinge-loss.
Note that while this algorithm enables fast computation of the gradient of the hinge-loss,
the value of the hinge-loss itself cannot be determined using this method. However, this
is not problematic if an SGD approach is used for learning, since it only requires gradient
evaluations, not function evaluations.

5.4

Metric learning for NCM classification

In this section we define our NCM classifier, where we use a multi-class logistic regression objective to learn a low-rank Mahalanobis distance between images and class means.
We start with introducing the basic model, and describe it relation to existing models.
Then we present an extension to use multiple centroids per class, which transforms the
NCM into a non-linear classifier. Finally, we explore some variants of the objective which
allow for smaller SGD batch sizes, and we give some insights in the critical points of the
objective function.

5.4.1

Nearest class mean classifier

We formulate the NCM classifier using multi-class logistic regression, see Section 2.2.1,
and define the probability for a class c given an image feature vector x as:

exp − dW (x, µc )
p(c|x) = PC
(5.13)
,
0)
exp
−
d
(x,
µ
0
W
c
c =1

where µc is the mean of the feature vectors xi from class c ∈ {1, . . . , C}, and dW represents the Mahalanobis distance function of Eq. (5.2). This definition may also be interpreted as giving the posterior class probabilities of a generative model where:
p(xi |c) = N (xi ; µc , Σ),

(5.14)
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is a Gaussian with mean µc , and class-independent covariance matrix Σ, which is set such
that Σ-1 = W > W . The class probabilities p(c) are set to be uniform over all classes.
To learn the projection matrix W , we minimize the negative log-likelihood on the groundtruth class labels yi ∈ {1, . . . , C} on the training images:
N
1 X
L=−
ln p(yi |xi ),
N i=1

(5.15)

where we use implicit regularization, by the dimension d of the projection matrix W . The
gradient of this objective function is easily verified to be:
N
C

2 XX
∇W L =
[[yi = c]] − p(c|xi ) W (µc − xi )(µc − xi )> .
N i=1 c=1

5.4.2

(5.16)

Relation to existing models

The NCM classifier is linear in xi since we assign an image i to the class c∗ with minimum
distance:

c∗ = argmin dW (xi , µc ) ,
c

= argmin ||W xi ||22 + ||W µc ||22 − 2µc W > W xi ,
c

= argmin bc − wc> xi ,

(5.17)
(5.18)
(5.19)

c

where the class specific bias bc and weight vector wc are defined as:
bc = ||W µc ||22 ,

wc =

>
2µ>
c (W W ).

(5.20)
(5.21)

This observation allows us to relate the NCM classifier to other linear methods. For
example, we obtain standard multi-class logistic regression if the restrictions on bc and
wc are removed. This restriction, however, allows us to add new classes at near-zero cost,
since the class specific parameters bc and wc are defined using only the class mean µc and
a class-independent metric W .
The NCM classifier is also closely related to the WSABIE method of (Weston et al.,
2011). In the latter, a class c is scored using:
fc (xi ) = vc> W xi ,

(5.22)
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where W ∈ Rd×D is also a low-rank projection matrix, and vc is a class specific weight
vector of dimensionality d, learned from the data. In NCM however, we enforce that
vc = W µc , which allows us to add a class without learning vc from newly labeled data.
The NCM classifier can also be related to the solution of ridge-regression, or regularized
linear least-squares regression, which also uses a linear score function fc (xi ) = bc +
wc> xi . However the parameters bc and wc are learned by optimizing the squared loss:
LRR

2
1 X
=
fc (xi ) − yic + λ||wc ||22 ,
N i

(5.23)

where λ acts as regularizer, and where yic = 1, if image i belongs to class c, and yic = 0
otherwise. The ridge regression loss LRR can be minimized in closed form and leads to:
bc =

nc
, and
N

wc =

nc >
µc (Σ + λI)−1 ,
N

(5.24)

where Σ is the (class-independent) data covariance matrix, and nc denotes the number of
images in class c. Just like the NCM classifier, the ridge-regression solution also allows
generalizing to new classes at near-zero cost. The class specific parameters can be found
from the class mean µc and class count nc , once the data covariance matrix Σ has been
estimated. Moreover, if nc is equal for all classes, the score function becomes similar to
our NCM classifier where we set W such that W > W = (Σ + λI)−1 .

5.4.3

Non-linear classification using multiple centroids per class

In this section we extend the NCM classifier to allow for more flexible class representations and non-linear classification. The idea is to represent each class by a set of centroids,
instead of only the class mean. Assume we have obtained a set of k centroids {mcj }kj=1
for each class c. We define the posterior probability for a centroid mcj of class c as:
p(mcj |x) =

1
exp
Z(x)


− dW (x, mcj ) ,

(5.25)

where the normalizer Z(x) sums over all classes and all centroids:
Z(x) =

XX
c

j

exp


− dW (x, mcj ) .

(5.26)

The posterior probability of a specific class c is then given by:
p(c|x) =

X
j

p(mcj |x) =

1 X
exp
Z(x) j


− dW (x, mcj ) .

(5.27)
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This model also corresponds to a generative model, where the probability for a feature
vector x, to be generated by class c, is given by a Mixture-of-Gaussians:
p(x|c) =

X
j

πcj N (xi ; mcj , Σ),

(5.28)

with equal mixing weights πcj , and the covariance matrix Σ is shared among all classes.
We refer to this method as the Nearest Class Multiple Centroids (NCMC) classifier.
To learn the projection matrix W , we resort once again on minimizing the negative loglikelihood, Eq. (5.15). The derivative of L w.r.t. W is given by:
∇W L =

Xh
i,c,j

i
p(mcj |xi ) − p(mcj |xi , yi , c) W (mcj − xi )(mcj − xi )> ,

(5.29)

where
p(mcj |xi )
.
p(mcj |xi , yi , c) = [[c = yi ]] P
j 0 p(mcj 0 |xi )

(5.30)

To obtain the centroids used in the NCMC classifier, we apply k-means clustering to each
class separately, on the features x belonging to that class, using the `2 distance before
projection on W . The NCM classifier is a special case of the NCMC classifier when
k = 1. On the other hand, in the limit that each image in the training set is used as a class
centroid, we obtain a weighted k-NN classifier which resembles TagProp.
Instead of using a fixed set of class means, it could be advantageous to iterate the kmeans clustering and the learning of the projection matrix W . Such a strategy allows
the set of class centroids to represent more precisely the distribution of the images in the
projected space. Therefore, it might improve the classification performance, however the
experimental validation of such a strategy falls beyond the scope of this chapter.

5.4.4

NCM objectives for small SGD batches

The gradients of the NCM learning objective sums over all classes, and for each class it
computes the probability p(c|x), according to Eq. (5.16). This is computationally expensive, since it requires the distance from an image to all means, in the normalizer Z(x).
Furthermore, each distance requires the class specific bias bc = ||W µc ||22 , which implies
that each mean has to be projected on the metric W .
The cost of projecting m image
 vectors x and C class mean vectors µc on the matrix
d×D
W ∈R
is O (m + C)Dd , and the cost of computing the distances between the m
images and the C class means after projection equals O(mCd). Thus,
 the total complexity
to compute the Mahalanobis distances is O md(D + C) + CDd .
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Since only the first term scales with the number of images m used in an SGD iteration, it
is not advantageous to use m  C = 1, 000. In that case the cost would be dominated by
the second term. This restricts the number of images m used in the SGD updates, and as
a result each update is relatively expensive. Below, we consider two alternative objective
functions that allow using smaller batch sizes.
First, we consider replacing the multi-class loss by a sum of binary one-versus-one losses:
LWW =

XX
i

c6=yi


− ln σ dW (xi , µc ) − dW (xi , µyi ) ,

(5.31)

where the log-sigmoid is used to provide a smooth and differentiable loss, that encourages
each class center to be further away from the sample than that of the ground-truth class.
We note that this loss is similar to the `WW loss function used in the multi-class SVM
of (Weston and Watkins, 1999), which we have discussed in Section 2.2.1, albeit we use
the log-loss instead of the hinge-loss. The LWW loss provides an upper-bound of the multiclass loss, which is tight if LWW is zero.
We can also relate LWW to objective functions used in ranking problems (Joachims, 2002;
Grangier and Bengio, 2008) and LMNN (Weinberger et al., 2006), if we see the image
vector x as a query and the objective is to rank classes according to their distances. The
loss is then defined as a sum over triplets (xi , yi , c), where for each triplet a penalty is
incurred if the non-relevant class c is ranked higher than the relevant class yi according to
the metric W . For example LMNN uses the hinge loss per triplet, c.f . Eq. (5.3).
The interest of the LWW objective is that it decomposes additively over the classes. This
allows to use per SGD iteration a single triplet (xi , yi , c), or a small number of m  C
triplets. The cost to compute the gradient of m triplets is O(mDd). Unfortunately, we
experimentally find that optimizing for the LWW objective significantly decreases the tperformance, compared to the original multi-class logistic regression objective of Eq. (5.15).
Second, we consider replacing the Euclidean distance in Eq. (5.13) by the negative dotproduct plus a class specific bias sc . The probability for class c is then defined as:


1
>
>
p(c|x) =
exp 2 x W W µc − sc .
Z(x)

(5.32)

As learning objective we still use the multi-class logistic regression loss of Eq. (5.15). The
efficiency gain stems from the fact that the norm of the projected mean, bc = ||W µc ||22
that appears in the Euclidean distance is replaced by the scalar bias sc , that needs to be
learned from the data.
Using the dot-product and the scalar biases, we can avoid projecting the mean-vectors
>
on W , by twice projecting the sample vectors: x̂i = x>
i W W , and computing the dotproducts in high dimensional space hx̂i , µc i. For a batch of m images, the first step cost
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Figure 5.1 A strong correlation is observed between class-specific bias sc and the norm
of the mean bc computed after projection on W . The black line represents the identity.
O(mDd), and the latter cost O(mCD). The total complexity for a batch using the dotproduct formulation is therefore O(mD(d + C)) compared to O(md(D + C) + CDd)
for the Euclidean distance. Hence we observe, that the dot-product formulation is much
more efficient when using small batches of m  C images.
Experimentally we find that using this formulation yields comparable results to using
the Euclidean distance. A potential disadvantage of this approach, however, is that we
need to determine the class-specific bias sc when data of a new class becomes available,
which would require more training than just computing the data mean for the new class.
Interestingly, we find a strong correlation between the learned bias sc and the norm of
the projected mean bc , shown in Figure 5.1. Indeed, the classification performance differs
insignificantly if at evaluation time we set sc = ||W µc ||22 = bc instead of the value that
was found during training. Thus, even though we train the metric by using class-specific
biases, we can use the learned metric in the NCM classifier where we replace the bias
with the norm of the projected mean. This bias is then easily computed for new classes.

5.4.5

Critical points of low rank approximation

We use a low-rank approximation of the Mahalanobis distance, where M = W > W , as a
way to reduce the number of parameters and to gain computational efficiency. Learning a
full Mahalanobis distance matrix M , however, has the advantage that the distance is linear
in the parameters M and that the multi-class logistic regression objective of Eq. (5.15) is
therefore convex in M . Using a low-rank formulation, on the other hand, yields a distance which is quadratic in the parameters W , and therefore the objective function is no
longer convex. In this section we investigate the critical-points of the low-rank formulation by analyzing W when the optimization reaches a (local) minimum, and considering
the gradient for the corresponding full matrix M = W > W .
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The gradients of the NCM objective w.r.t. to M and W , respectively, can be written as:
1 X
>
αic zic zic
≡ H,
N i,c
2 X
>
∇W L =
≡ 2W H,
αic W zic zic
N i,c
∇M L =

(5.33)
(5.34)

where we use αic = [[yi = c]] − p(c|xi ), and zic = µc − xi . From the gradient w.r.t. W
we immediately observe that W = 0 leads to a degenerate case to obtain a zero gradient
and the same applies separately per row of W .
Here, we concentrate on the non-degenerate case. We observe that H is a symmetric
matrix, containing the difference of two positive definite matrices. In the analysis we
use the eigenvalue decomposition of H = V ΛV > , with the columns of V being the
eigenvectors, and the eigenvalues are on the diagonal of Λ.
We can now express the gradient for W as:
∇W L = 2W V ΛV > .

(5.35)

Thus the gradient of the i-th row of W , which we denote by gi , is given by a linear
combination of the eigenvectors of H:
gi ≡ 2

X
j

λj hwi , vj ivj ,

(5.36)

where wi and vj denote the i-th row of W and the j-th column of V respectively. Thus
an SGD gradient update will drive a row of W towards the eigenvectors of H that (1)
have a large positive eigenvalue, and (2) are most aligned with that row of W . This is
intuitive, since we would expect the low-rank formulation to focus on the most significant
directions of the full-rank metric.
Moreover, the expression for the gradient in Eq. (5.36) shows that at a critical point W ∗
of the objective function, all linear combination coefficients are zero:
∀i,j : λj hwi∗ , vj i = 0.
This indicates that at the critical point, for each row wi∗ and each eigenvector vj it holds
that either wi∗ is orthogonal to vj , or that vj has a zero associated eigenvalue, i.e. λj = 0.
Thus, at a critical point W ∗ , the corresponding gradient for the full rank formulation at
that point, with M ∗ = W ∗> W ∗ , is zero in the subspace spanned by W ∗ .
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Given this analysis, we believe that it is unlikely to attain poor local minima using the low
rank formulation: the gradient updates for W are aligned with the most important directions of the corresponding full-rank gradient, and at convergence the full-rank gradient is
zero in the subspace spanned by W . To confirm our intuition, we have experimentally
investigated this by training several times when starting from different random initializations of W , and using different random samplings in each SGD iteration. We observe that
the differences in classification performance on the converged metrics are at most ±0.1%
on any of the error measures used, and that the number of SGD iterations selected by the
early stopping procedure are of the same order.

5.5

Experimental evaluation

In this section we experimentally validate our models described in the previous sections.
We first describe the data set and evaluation measures used in our experiments, followed
by the presentation of our results for k-NN classification and NCM classification using
metric learning.

5.5.1

Experimental setup and baseline approach

Dataset In most of our experiments we use the data set of the ImageNet Large Scale
Visual Recognition 2010 challenge (ILSVRC’10)1 . This data set contains 1.2M training
images of 1,000 object classes (with between 660 to 3047 images per class), a validation
set of 50K images (50 per class), and a test set of 150K images (150 per class), see
Figure 5.2 for some example images and classes.
In some of the experiments we use the ImageNet-10K data set, introduced in (Deng et al.,
2010). This data set consists of 10,184 classes, obtained as the nodes of the ImageNet hierarchy which contained more than 200 images each. We follow (Sánchez and Perronnin,
2011) and use 4.5M images as a training set, 50K as a validation set and the other ±4.5M
images as a test set.
Features We represent each image with a Fisher Vector (FV) computed over densely
extracted 128 dimensional SIFT and 96 dimensional LCS descriptors, both projected to
64 dimensions with PCA. FVs are extracted and normalized separately for both channels
and then combined by concatenating the two feature vectors. We do not make use of
spatial pyramids. In our experiments we use FVs extracted using a vocabulary of either 16
or 256 Gaussians. For 16 Gaussians, this leads to a 4K dimensional feature vector, which
1

See http://www.image-net.org/challenges/LSVRC/2010/index
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Park bench — A bench in
a public park

Mortar — A bowl-shaped
vessel in which substances
can be ground and mixed
with a pestle

Carousel — A large, rotating machine with seats for
children to ride or amusement

Brace — Elastic straps
that hold trousers up (usually used in the plural)

Crab apple — Small
sour apple; suitable for
preserving; “crabapples
make a tangy jelly”

Leaf beetle — Brightly
colored beetle that feeds
on plant leaves; larvae infest roots and stems

Violoncello — A large
stringed
instrument;
seated player holds it
upright while playing

Tile roof — A roof made of
fired clay tiles

Figure 5.2 Example of images from the ILSVRC’10 data set, with their associated class
and class descriptions.
requires about 20GB for the 1.2M training set (using 4-byte floating point arithmetic).
This fits into the RAM of our 32GB servers.
For 256 Gaussians, the FVs are 16 times larger, i.e. 64K dimensional, which would require
320GB of memory. Hence, we compress the feature vectors using product quantization.
In each iteration of the SGD learning, we decompress the features of a limited number of
images, and use these (lossy) reconstructions for the gradient computation.
Evaluation measures We report the average top-1 and top-5 flat error used in the
ILSVRC’10 challenge. The flat error is one if the ground-truth label does not correspond
to the top-k labels with highest score, and zero otherwise. The idea for using the top-5
error instead of the top-1 error, is to allow an algorithm to identify multiple objects in an
image and not being penalized if one of the objects identified was in fact present, but not
included in the ground truth (since images are annotated with only a single object/topic).
Unless specified otherwise, we report the top-5 flat error on the test set; we use the validation set for parameter tuning only. In tables, we highlight the best result per row or
group in bold, and do so for each feature set if several are used. Additionally, the baseline
performance is also highlighted if it is best.
Baseline approach For our baseline, we follow the state-of-the-art approach of (Perronnin et al., 2012) and learn weighed one-vs-rest SVMs with SGD, where the number
of negative images in each iteration is sampled proportionally to the number of positive
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images for that class. The results of the baseline can be found in Table 5.2 and Table 5.6.
We see that the 64K dimensional features lead to significantly better results than the 4K
ones, despite the lossy PQ compression.
In Table 5.2, the performance using the 64K features is slightly better than the ILSVRC’10
challenge winners (Lin et al., 2011) (28.0 vs. 28.2 flat top-5 error), and close to the results
of (Sánchez and Perronnin, 2011) (25.7 flat top-5 error), wherein an over 1M dimensional
image representation was used. In Table 5.6 our baseline shows state-of-the-art performance on ImageNet-10K when using the 64K features, obtaining 78.1 vs 81.9 flat top-1
error (Perronnin et al., 2012).
SGD training and early stopping To learn the projection matrix W , we use SGD training and sample at each iteration a fixed number of m training images to estimate the gradient. Following (Bai et al., 2010) , we use a fixed learning rate and do not include an
explicit regularization term, but rather use the projection dimension d ≤ D, as well as the
number of iterations as an implicit form of regularization. For all experiments we use the
following early stopping strategy:
1. SGD training is run for a large number of iterations (≈ 750K-2M),
2. the performance on the validation set is evaluated every 50K iterations (for k-NN)
or every 10K iterations (for NCM), and
3. the metric which yields the lowest top-5 error is selected.
If on par, the metric giving the lowest top-1 error is chosen. Similarly, all hyper-parameters,
like the value of k for the k-NN classifiers, are validated in this way. Unless stated otherwise, training is performed using the ILSVRC’10 training set, and validation using the
described early stopping strategy on the provided 50K validation set.
It is interesting to notice that while the compared methods (k-NN, NCM, and SVM) have
different computational complexities, the number of images seen by each algorithm before convergence is of the same order of magnitude. For example, training of the SVMs,
on the 4K features, converge after T ≈ 100 iterations, and each iteration takes about 64
negative images per positive image, per class. In the ILSVRC’10 data set, each class has
roughly p = 1, 200 positive images, and consists of C = 1, 000 classes. Therefore the
total number of images seen during training of the SVMs is T C(65p) = 7.800M images.
The NCM classifier requires much more iterations, T ≈ 500K, but uses at each iteration
only m = 1, 000 images, and trains only a single metric. Therefore the total number of
images seen during training is roughly T m = 500M. And finally, the k-NN classifier,
requires even more iterations, T ≈ 2M, but uses only m = 300 images per iteration. The
total number of images seen before convergence is therefore T m = 600M.
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Flat top-1 error
Flat top-5 error

SVM
Full

`2
Full

`2
+ PCA

60.2
38.2

75.4
55.7

77.2
57.3

k-NN classifiers
Fixed
All
10 20
72.9 72.8
50.6 50.4

67.9
44.2

Dynamic
10
20
65.2 66.0
39.7 40.7

Table 5.1 Comparison of different k-NN classification methods 4K dimensional features. For all methods, except those indicated by ‘Full’, the data is projected to a 128
dimensional space.

5.5.2

k-NN metric learning results

We start with an assessment of k-NN classifiers using metrics learned with the methods
described in Section 5.3, and consider the impact of the different choices for the set of
target images Pq , and the projection dimensionality. Given the cost of k-NN classifiers,
we focus our experiments on the 4K dimensional features. We initialize W as a PCA
projection, and determine the number of nearest neighbors to use for classification on the
validation set; typically 100 to 250 neighbors are optimal.

Target selection for k-NN metric learning. In the first experiment we compare the
three different options of Section 5.3 to define the set of target images Pq , while learning
projections to 128 dimensions using the LMNN method. For fixed and dynamic targets,
we experimented with various numbers of targets on the validation set and found that
using 10 to 20 targets yields the best results.
The results in Table 5.1 show that all methods lead to metrics that are better than the `2
metric in the original space, or after a PCA projection to 128 dimensions. Furthermore,
we can improve over using a fixed set of neighbors by using all within-class images as
targets, and even further by using dynamic targets. The success of the dynamic target
selection can be explained by the fact that among the three alternatives, it is the most
closely related to the k-NN classifier objective. The best performance on the flat top-5
error of 39.7 using 10 dynamic targets is, however, slightly worse than the 38.2 error rate
of the SVM baseline.

Impact of projection dimension on k-NN classification. Next, we evaluate the influence of the projection dimensionality d on the performance, by varying d between 32 and
1024. We only show results using 10 dynamic targets, since this performed best among
the evaluated k-NN methods. From the results in Table 5.2 we see that a projection to 256
dimensions yields the lowest error of 39.0, which still remains somewhat inferior to the
SVM baseline.
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Projection dim.
SVM baseline
k-NN, dynamic 10
NCM, learned metric
NCM, PCA + `2
NCM, PCA + inv. cov.
Ridge-regression, PCA
WSABIE

32
47.2
49.1
78.7
75.5
86.3
51.9

4K features
64 128 256 512 1024
42.2
42.7
74.6
67.7
80.3
45.1

39.7
39.0
71.7
60.6
73.9
41.2

39.0
37.4
69.9
54.5
68.1
39.4

39.4
37.0
68.8
49.3
62.8
38.7

42.4
37.0
68.2
46.1
58.9
38.5

Full

64K features
128 256 512 Full

38.2

28.0
31.7 31.0 30.7

68.0
43.8
54.6

63.2

32.2 30.1 29.2

Table 5.2 Performance of k-NN and NCM classifiers, as well as baselines, using the
4K and 64K dimensional features, for various projection dimensions, and comparison to
related methods, see text for details.

5.5.3

Nearest class mean classification results

We now consider the performance of NCM classifiers and the related methods described
in Section 5.4. In Table 5.2 we show the results for various projection dimensionalities.
We first consider the results for the 4K dimensional features. Our first, unexpected, observation is that our NCM classifier (37.0) outperforms the more flexible k-NN classifier
(39.0), and even slightly outperforms the SVM baseline (38.2) when projecting to 256
dimensions or more. Interestingly, using just the `2 distance, instead of a learned metric,
the situation is reversed and the k-NN classifier is better (55.7, see Table 5.1) than the
NCM classifier (68.0).
Our implementation of WSABIE (Weston et al., 2011) scores slightly worse (38.5) than
the baseline and our NCM classifier. Ridge-regression leads to significantly worse results
(54.6) and pre-processing the data with PCA further degrades its performance.
We further consider two variants of the NCM classifier where we use PCA to reduce the
dimensionality. Fist, we use the `2 metric after PCA, and observe that, just like for kNN, the `2 metric with or without PCA leads to poor results (68.0). Second, inspired
by ridge-regression, we use NCM with the metric W generated by the inverse of the
regularized covariance matrix, such that W > W = Σ + λI -1 , see Section 5.4.2. We tuned
the regularization parameter λ on the validation set, as was also done for ridge-regression.
This leads to results (43.8) that are better than using the `2 metric, and also substantially
better than ridge-regression (54.6). The results are however significantly worse than using
our learned metric, in particular when using low-dimensional projections.
For the 64K dimensional features, we observe that the results of the NCM classifier (30.7)
are somewhat worse than the SVM baseline (28.0), but significantly better than using `2
distance (63.2). WSABIE obtains an error of 29.2, in between the SVM and NCM.
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African elephant 0.99%

mongoose 0.94%

Indian elephant 0.88%

dingo 0.87%

cliff 0.07%

dam 0.00%

stone wall 0.00%

brick 0.00%

castle 0.00%

shopping cart 1.07%

unicycle 0.84%

covered wagon 0.83%

garbage truck 0.79%

forklift 0.78%

dock 0.11%

canoe 0.03%

fishing rod 0.01%

bridge 0.01%

boathouse 0.01%

crane 0.87%

stupa 0.83%

roller coaster 0.79%

bell cote 0.78%

flagpole 0.75%

cabbage tree 0.81%

pine 0.30%

pandanus 0.14%

iron tree 0.07%

logwood 0.06%

Mah.

horseshoe crab 0.99%

Cliff dwelling

Mah.

L2

L2 11.0% - Mah. 99.9%

Gondola

Mah.

L2

L2 4.4% - Mah. 99.7%

Palm
L2 6.4% - Mah. 98.1%

Figure 5.3 The nearest classes for three reference classes using the the `2 distance and
Mahalanobis metric learned for the NCM classifier. Class probabilities are given for a
simulated image signature that equals the mean of the reference class, see text for details.
Note that the SVM classifiers and WSABIE do not allow generalization to new classes
without training, in contrast to k-NN, NCM and ridge-regression, where new classes can
be added at near-zero cost.
Influence of metric learning on semantic class neighbors. In Figure 5.3 we illustrate
the difference between the `2 and the Mahalanobis metric induced by a learned projection
from 64K to 512 dimensions. For three reference classes we show the five nearest classes,
based on the distance between class means. We also show the probabilities on the reference class and its five neighbor classes according to Eq. (5.13). The feature vector x is set
as the mean of the reference class, i.e. a simulated perfectly typical image of this class.
For the `2 metric, we used our metric learning algorithm to learn a scaling of the `2 metric
to minimize Eq. (5.15). This does not change the ordering of classes, but ensures that we
can compare probabilities computed using both metrics. We find that, as expected, the
learned metric has more semantically related class neighbors. Moreover, we see that by
using the learned metric, most of the probability mass is assigned to the reference class,
whereas the `2 metric leads to rather uncertain classifications.
Non-linear classification using multiple class centroids. In these experiments we use
the non-linear NCMC classifier, introduced in Section 5.4.3, where each class is represented by a set of k centroids. We obtain the k centroids per class by using the k-means
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128d
256d
512d
1024d

128d
256d
512d

31.5
Top 5 - Flat Error

Top 5 - Flat Error

39

38

37

31

30.5

30
36

1

5

10

15
k

20

25

30

1

5

10

15
k

20

25

30

Figure 5.4 The top-5 performance of the NCMC-test classifier, for the 4K (left) and 64K
(right) features. NCMC-test uses at test time k > 1 on metrics obtained with NCM.
NCM
Proj. dim.
128
256
512

39.0
37.4
37.0

NCMC-test
(k)
36.3
36.1
36.2

(30)
(20)
(20)

5
36.2
35.0
34.8

NCMC
10
15
35.8
34.8
34.6

36.1
35.3
35.1

Table 5.3 The top-5 performance of the NCMC classifier using the 4K features, compared to the NCM baseline and the best NCMC-test classifier (with the value of k in
brackets).
algorithm using the `2 metric in the original space. Since the cost of training these classifiers is k times higher, we run two sets of experiments.
In the first set of experiments, we evaluate using the NCMC classifier at test time with
k = [2, . . . , 30], while using a metric obtained by the NCM learning objective. For each
value of k the early stopping strategy is used to determine the best metric. We refer to this
method as NCMC-test.
In Figure 5.4, we show the performance of NCMC-test for the 4K and 64K features.
From the results we observe that a significant performance improvement can be obtained
by using the non-linear NCMC classifier. For both features and all projection dimensionalities the NCMC-test approach outperforms NCM, especially when using d = 128 the
performance increase is significant.
In the second set of experiments we only use the 4K features and train for the NCMC
objective with k ∈ {5, 10, 15}. In Table 5.3, we show the performance and compare the
results to the NCM method and the best NCMC-test method. From the results we observe
that when learning using the NCMC objective we can further improve the performance of
the non-linear classification, albeit for a higher training cost. When using as little as 512
projection dimensions, we obtain the very impressive performance of 34.6 on the top-5
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Dim
Full / `2
128
256
512
1024

Trained on all classes
4K features
64K features
SVM k-NN NCM SVM NCM
27.7

37.6
39.0
38.4

38.6
36.8
36.4
36.5

31.7
30.8
30.6

Trained on 800 classes
4K features
64K
k-NN NCM NCM
54.2
42.2
42.4

66.6
42.5
40.4
39.9
39.6

61.9
39.9
37.8
37.8

Table 5.4 Performance of 1,000-way classification among test images of 200 classes
not used for metric learning, and control setting with metric learning using all classes.
The results are compared to the SVM baselines trained on all classes and to the NCM
classifier when using the `2 distance.
error, with k = 10 centroids. That is an improvement of about 2.4 absolute points over
the NCM classifier (37.0), and 3.6 absolute points over SVM classification (38.2).

5.5.4

Generalization to new classes and using few samples

Given the encouraging classification accuracy of the NCM and k-NN classifiers observed
above, we now explore their ability to generalize to new classes in several experiments.
Generalization to novel classes not seen during training. In this set of experiments
we use approximately 1M images corresponding to 800 random classes to learn metrics,
and evaluate the generalization performance on 200 held-out classes. The error is evaluated in a 1,000-way classification task, and computed over the 30K images in the test
set of the held-out classes. The early stopping strategy uses the validation set of the 200
unseen classes. Performance among test images of the 800 training classes changes only
marginally and would obscure the changes among the test images of the 200 held-out
classes.
In Table 5.4 we show the performance of NCM and k-NN classifiers for several projection dimensions, and compare it to the control setting where the metric is trained on all
1,000 classes. The results show that both classifiers generalize remarkably well to new
classes. For comparison we also include the results of the SVM baseline, and of the k-NN
and NCM classifiers when using the `2 distance, evaluated over the 200 held-out classes.
In particular for 1024 dimensional projections of the 4K features, the NCM classifier
achieves an error of 39.6 over classes not seen during training, as compared to 36.5 when
using all classes for training. For the 64K dimensional features, the drop in performance
is larger, but it is still surprisingly good considering that training for the novel classes
consists only in computing their means.
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Proj. dim.

128

4K features
256 512 1024

Top-1 error
Top-5 error

91.8
80.7

90.6
78.7

90.5
78.6

90.4
78.6

`2

128

64K features
256 512

95.5
89.0

87.1
71.7

86.3
70.5

86.1
70.1

`2
93.6
85.4

Table 5.5 Performance of the NCM classifier on the ImageNet-10K data set, using metrics learned on the ILSVRC’10 data set, and comparison to NCM using `2 distance.
Method
Dim.
Top-1 error

NCM
64K-512
86.1

SVM baseline
4K
64K
86.0

78.1

[1]
21K

[2]
128K

[3]
131K

[4]

93.6

81.9

83.3

80.8

Table 5.6 Comparison of performance on the ImageNet-10K data set. Showing the best
performing NCM (64K features projected to 512 dimensions), the baseline SVMs, and
previously reported results: [1] SVM results with 21K dimensional features (Deng et al.,
2010), [2] with 128K dimensional features (Perronnin et al., 2012), [3] with 131K dimensional features (Sánchez and Perronnin, 2011), and [4] logistic regression on learned
image features (Le et al., 2012). Note that the used training and test splits might be
different between the different methods.
To further demonstrate the generalization ability of the NCM classifier using learned metrics, we also compare it against the SVM baseline on the ImageNet-10K data set. We
use projections learned and validated on the ILSVRC’10 data set, and only compute the
means of the 10K classes. The results in Table 5.5 and Table 5.6 show that even in this
extremely challenging setting the NCM classifier performs remarkably well compared to
earlier mentioned SVM-based results of (Deng et al., 2010; Sánchez and Perronnin, 2011;
Perronnin et al., 2012; Le et al., 2012) and our baseline, all of which require training 10K
classifiers. We note that, to the best of our knowledge, our SVM baseline results exceed
the previously known state-of-the-art on this data set. However, training our SVM baseline system took 9 and 280 CPU days respectively for the 4K and 64K features, while
the computation of the means for the NCM classifier took approximately 3 and 48 CPU
minutes respectively. This represents roughly a 8,500 fold speed-up as compared to the
baseline, without counting the time to learn the projection matrix.

Accuracy as a function of the number of training images of novel classes. In this
set of experiments we consider the error as a function of the number of images that are
used to compute the means of novel classes. Inspired by (Rohrbach et al., 2011), we also
include results of a zero-shot learning experiment, where we use the ImageNet hierarchy
to estimate the mean of novel classes from the means of related training classes, see Figure 5.5 for an illustration. We follow the idea of (Rohrbach et al., 2011) and estimate the
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Figure 5.5 Illustration of zero-shot learning using the ImageNet hierarchy. The class
mean of the new class (yellow node) is estimated as the average of all its ancestor nodes.
The mean for each of the internal nodes (red) is computed as the average of the means of
all its descendant leaf nodes (blue). Only leaf nodes are used as classes in the ILSVRC’10.
mean of a novel class µz based on the means of all its ancestor nodes in the ILSVRC’10
class hierarchy:
1 X
µz =
µa ,
(5.37)
|Az | a∈A
z

where Az denotes the set of ancestors of node z, and µa is the mean of ancestor a. The
mean of an internal node, µa , is computed as the average of the means of all its descendant
training classes.
If we view the estimation of each class mean as the estimation of the mean of a Gaussian distribution, then the mean of a sample of images µs corresponds to the Maximum
Likelihood (ML) estimate, while the zero-shot estimate µz can be thought of as a prior.
We combine the prior with the ML estimate to obtain a maximum a-posteriori (MAP)
estimate µp of the class mean:
µp =

nµs + mµz
,
n+m

(5.38)

where µs is weighed by the number of images n that were used to compute it, and µz
obtains a weight m determined on the validation set (Gauvain and Lee, 1994).
In Figure 5.6 we analyze the performance of the NCM classifier trained on the images
of the same 800 classes used above, with a learned projection from 4K and 64K to 512
dimensions. The metric and the parameter m are validated using the images of the 200
held out classes of the validation set. We again report the error among test images of the
held-out classes, both in a 1,000-way classification as above, and in a 200-way classification as in (Rohrbach et al., 2011). We repeat the experiment 10 times, and show error-bars
at three times standard deviation.
For the error to stabilize we only need approximately 100 images to estimate the class
means. The results also show that the prior leads to zero-shot performance of 66.5 (4K
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Figure 5.6 Performance of NCM as a function of the number of images from the classes
not used during training. Performance is shown for the 4K (top) and the 64K (bottom)
features, and for a 200-way (left) and 1,000-way (right) classification setting. In each
panel, the performance with (red) and without (blue) the zero-shot prior is shown.
features) and 64.0 (64K features). These results are comparable to the result of 65.2
reported in (Rohrbach et al., 2011), even though a different set of 200 test-classes were
used. Note that they also used different features, however their baseline performance of
37.6 top-5 error is comparable to our 4K features (38.2). More importantly, we show
that the zero-shot prior can be effectively combined with the empirical mean to provide
a smooth transition from the zero-shot setting to a setting with many training examples.
Inclusion of the zero-shot prior leads to a significant error reduction in the regime where
ten images or less are available.

Instance level image retrieval. Query-by-example image retrieval can be seen as an
image classification problem where only a single positive sample (the query) is provided
and negative examples are not explicitly provided. In this case the class mean simplifies to
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Dim.

INRIA Holidays data set
without projection: 77.4%
PCA
JSCL
NCM
NCM-class

32
64
128
256
512

61.3
68.0
72.3
75.0
76.8

67.7
73.6
76.4
78.3
78.9

69.3
75.4
79.6
80.2
80.6

63.3
68.8
73.1
74.0
73.5

UKB data set
without projection: 3.19
Dim.
PCA JSCL NCM
32
64
128
256
512

2.82
3.01
3.08
3.15
3.18

3.04
3.23
3.31
3.36
3.36

3.07
3.23
3.33
3.32
3.31

Table 5.7 Instance level image retrieval results, (left), on the Holidays data set (performance in MAP), and (right), on the UKB data set (performance is 4× recall@4). The
NCM methos is compared to the PCA baseline and the JSCL (Gordo et al., 2012).
the query, and we use a metric learned for our NCM classifier on an auxiliary supervised
data set to retrieve the most similar images for a given query.
Using classifiers to learn a metric for image retrieval was recently also considered in (Gordo
et al., 2012). They found the Joint Subspace and Classifier Learning (JSCL) method to
be the most effective. This basically amounts to jointly learning a set of classifiers and a
projection matrix W using the WSABIE scoring function, Eq. (5.22), and minimizing the
hinge-loss on class labels. After training, the classifiers are discarded and only the learned
projection matrix W is used to compute distances between query and database images.
For this experiment we use the same public benchmarks as in (Gordo et al., 2012). First,
the INRIA Holidays data set introduced by (Jégou et al., 2008) consists of 1,491 images of
500 scenes and objects. In the standard evaluation protocol, one image per scene / object
is used as a query to search within the remaining images; the accuracy is measured as the
mean average precision over the 500 queries (MAP). Second, the University of Kentucky
Benchmark data set (UKB) introduced by (Nistér and Stewénius, 2006) contains 10,200
images of 2,550 objects. We follow the standard evaluation protocol, where each image
is used as a query to search in the database. The performance is measured by 4×recall@4
averaged over all queries, hence the maximal score is 4.
For both data sets we extract the 4K image features also used in our earlier experiments,
which are the same ones as those used in (Gordo et al., 2012). To compute the distance
between two images, we use the cosine-distance, i.e. the dot-product on `2 -normalized
vectors. In analogy to (Gordo et al., 2012) we use the NCM objective to train a metric
from the ILSVRC’10 data set, and do early stopping based on retrieval performance. To
avoid tuning on the test data, the cross-validation is performed on the other data set, i.e.
when testing on UKB we cross-validate the parameters on Holidays and vice-versa.
In Table 5.7 we compare the performance of the NCM based metrics with that of JSCL,
and also include the performance of a baseline PCA method and the using the 4K descriptors without any projection. Finally, for the Holidays data set we included the NCM
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metric obtained for classification, i.e. using early-stopping based on classification performance of the ILSVRC’10 validation data set (NCM-class).
From the results we observe that the NCM metrics yield similar performance gains as the
JSCL method on both data sets. In both cases a projection to only 128 dimensions yields
equal or better retrieval performance as using the original 4K dimensional features. On
the Holidays data set the NCM metric outperforms the JSCL metric, while on the UKB
data set JSCL slightly outperforms NCM for projection dimensionalities d ≥ 256. Both
the NCM and JSCL methods are effective to learn a projection metric for instance level
retrieval and outperform the unsupervised projection matrix obtained by PCA.
Note that it is curial to use early stopping based on the retrieval performance. From the
results of NCM-class we observe that using a metric optimized for classification performance, has a retrieval performance which is worse than the using the original 4K descriptors. We thus conclude, that the classification objective determines a good “path” through
the space of projection matrices, yet it is crucial to regularize for retrieval performance.
We explain this discrepancy by the fact that instance level retrieval does not require the
suppression of the within class variations which is needed for good classification. This
observation also suggests that even better metrics might be learned by training NCM on a
large set of queries with corresponding matches.

5.6

Conclusions

In this chapter we have evaluated techniques to learn low-rank, class-independent Mahalanobis distances to support k-NN and NCM classifiers for large scale image classification. We employ high-dimensional dense Fisher Vectors that lead to the current state-ofthe-art results using a one-vs-rest SVM baseline approach. Surprisingly we found that the
NCM classifier outperforms the more flexible k-NN approach. Moreover, using a learned
metric, the performance of the NCM classifier is comparable to that of SVM baseline
(even better with 4K dimensional features, but somewhat worse when using the 64K dimensional features), while projecting the data to as few as 256 dimensions. In practice,
this means that the 1,2M training images from the ILSVRC’10 data set could be stored in
about 1GB, instead of 20GB (4K) and 320GB (64K).
An advantage of both the k-NN and NCM classification methods is that they allow for
extensions at (near) zero cost to new classes not used for training. A feature not shared
by the SVM baseline, but which is essential for the use on real-life open-ended data sets
where new images and classes are continuously added.
We have also introduced the non-linear NCMC classifier, which extent the NCM classifier
by using multiple centroids to represent each class. Interestingly the used number of
centroids offers a complexity trade off: from the linear NCM classifier to the non-linear
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and non-parametric k-NN classifier in the case when each image in the data set is used
as a class centroid. Experimentally we have shown that the NCMC classifier, with 10
centroids per class, significantly improves over the NCM and the k-NN classifiers.
We have experimentally shown that our learned metrics generalize well to unseen classes.
We have considered learning a metric on a subset of 800 classes and evaluated it on the 200
held out classes. Furthermore we have evaluated our metrics learned on the ILSVRC’10
data set, on the ImageNet-10K data set. For this experiment we have only computed the
means of the 10,000 classes which has a negligible cost compared to the feature extraction
process. We have shown to obtain competitive performance, and a 8,500 fold speed-up
as compared to training 10,000 binary one-vs-rest classifiers. In addition, we have shown
that our NCM classifiers can be used in a zero-shot setting where no training images are
available for novel classes, and that the zero-shot model significantly boosts performance
when combined with a class mean estimated from a limited amount of training images.
Finally, we have shown that NCM provides a unified way to treat classification and retrieval problems, since query-by-example image retrieval can be seen as a classification
problem where only a single positive sample per class is provided. We have evaluated the
NCM metric for image retrieval and found performance that is comparable to the current
state-of-the-art on two public benchmarks.

6
Conclusion and Discussion

The important thing is not to stop questioning;
curiosity has its own reason for existing.
— Albert Einstein

138

6. C ONCLUSION AND D ISCUSSION

Image classification and retrieval are essential image understanding tasks, required to
grant computers the ability to see and interpret the visual world. Both tasks aim to relate
low-level image features to a semantic concept of similarity. In this dissertation we have
explored several statistical models for both tasks, that are learned in a supervised manner.
Next, we summarize our contributions and conclusions presented in the previous chapters.
In Section 6.2 we outline prospective directions for further research.

6.1

Summary of conclusions

Below we review each of the goals stated in the introduction, and summarize our contributions and conclusions with respect to them.
Exploiting multi-modal data Motivated by the availability of large scale multi-modal
image databases, in Chapter 3 we introduced parametrized versions of transmedia relevance feedback models. These models allow us, for example, to relate a textual query
to purely visual content, by exploiting the intrinsic connection between the visual and
textual modality given by the multi-modal documents in the data set. We have considered two different learning objectives to estimate the parameters for multi-modal retrieval
functions from training data. Also, we have extended TagProp and applied these multimodal distances for image annotation. Experimentally we have shown that using these
parametrized relevance feedback models outperforms the current state-of-the-art on the
data sets used for both tasks.
Modeling the structure of the output In Chapter 4, we introduced a series of graphical models, which explicitly encode dependencies among the labels. The key idea is that
the prediction of a specific label will have positive correlations with some labels, while
it will have negative correlations with other labels. For example, bike could have a positive correlation with car, but a negative correlation with airplane. In that case, predicting
both bike and airplane to be relevant for the same image is implausible. In contrast to the
dominant approach for image annotation, which uses independent label predictors, the
proposed structured models can successfully encode these correlations.
For image annotation and attribute-based classification we have used generalized treestructured models. Each node in the graphical model represents one or a few labels from
the annotation vocabulary. While these models take into account a large number of label
interactions, they still allow for tractable inference. We have shown that mixture-of-trees
models, using trees with a different number of labels per node, and using unary functions
based on pre-trained SVM scores, consistently outperform the state-of-the-art.
Furthermore, we have shown that learning score functions, with pairwise interactions
optimized for ranking measures, like precision-at-k or mean average precision, is closely
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related to the NP-hard problem of quadratic assignment. This holds also for the treebased models when optimized for ranking measures. However, we have identified cstar structured models as a class which is solvable in polynomial time, and still allows
for modeling a substantial number of label interactions. When combined with scoring
functions specially designed for the precision-at-k measure, these models are efficiently
solvable and outperform an independent model. Nonetheless, we have observed that the
mixture-of-trees model, which encodes more pairwise interactions but is optimized for
classification accuracy, outperforms the c-star model.
Leveraging user interaction We have considered, in Chapter 4, an interactive labeling
scenario, where a user is asked to set the value of a small number of labels at test time.
We believe that such a scenario offers an interesting trade-off between prediction accuracy
and labeling effort.
The tree-structured models we proposed for image annotation and attribute-based classification are able to transfer user input effectively to predictions of other image labels.
After the user has set the value for a label, the inference in the tree changes significantly.
Instead of propagating visual information, the state of the label becomes observed and the
node shares information about its true state to the connected nodes. This new information
translates to better predictions on the unobserved labels in the tree. The benefit from user
input is even greater when the labels are selected following our entropy based criterion,
which aims to reduce the remaining uncertainty of the other labels.
Classifying unseen classes
Given that labels and concepts of interest in real-world
data sets evolve over time, we have explored two strategies for classification of classes
not seen during training.
In Chapter 4, we have followed the attribute-based classification paradigm, in which attribute predictors are combined with attribute-to-class specifications to classify test images from unseen classes. We have shown that our structured label models applied on the
attribute level can improve over independent attribute prediction models. The improvement becomes especially significant in the interactive scenario, where a user provides a
few attribute labels.
In Chapter 5, we have considered k-nearest neighbors and nearest class mean classification methods. These models, by design, allow for generalization to new classes at nearzero cost. However, the performance of these models depends critically on the distance
metric used. For both methods we have explored and proposed efficient methods to learn
distance metrics optimized for classification, and have shown the generalization performance of these methods to classes not seen during training. For the NCM method, we
showed the generalization on a data set containing over ten thousand ImageNet classes,
while using a metric learned on only thousand classes. Surprisingly, the NCM method
performs competitively with classifiers specifically learned for these ten thousand classes,
while it only computes the mean of each class.
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Scaling to large data sets
During the last five years the definition of large scale data
sets has changed from data sets containing over ten thousand images to data sets containing over a million images. This trend reflects the need for efficient image understanding
methods that can handle the large data sets encountered in today’s practice.
For the distance-based classification methods discussed in Chapter 5, we have learned
metrics on the ILSVRC’10 data set containing over one million images. Surprisingly,
we have found that the NCM classifier with a learned metric performs similarly to SVMs,
and outperforms the more flexible k-NN classifier. The NCM classifier allows for efficient
classification, since it is a linear classifier. Also, the NCM classifier allows a reduction
of the dimensionality of the image representation to as little as 256 dimensions, while
still obtaining performance similar to SVM classifiers. As a result of its performance,
combined with the possibility to classify classes not seen during training, we feel that
NCM classifiers are an interesting alternative to SVMs.

6.2

Discussion of directions for further research

There are numerous ways to extend and build further on the methods described in this
dissertation. For example aiming at improving the image representations, e.g. using the
transmedia relevance models for combining multiple local features, or designing models
for integrating the learning of image features in the classification objectives. Another example is to apply the discussed models in different settings or for different cost functions,
e.g. the NCM classifier could be used for a multi-label task, or trained for a ranking loss.
In this section we detail three specific ideas for future research inspired directly by the
work presented in this dissertation.
Active and interactive learning
The current state-of-the-art image recognition systems are still unable to match humans in accuracy, robustness and the use of context
between objects. As shown in Chapter 4, interactive image labeling obtains significantly
higher performance compared to fully automatic label prediction, even when only a few
labels are set by the user.
The interactive test scenario is very closely related to the active learning paradigm. Both
aim to label images with a limited amount of user input. In practice both methods are also
likely to be integrated: the labels set by a user, during an interactive session to obtain the
best labeling for a specific image, could be used to update the classification models of the
different labels, as is done in an active learning strategy.
We could design a classification system, with the goal to quickly obtain a precise labeling for an image, at the lowest possible cost. The vocabulary of this system would be
determined by the interest of the user, i.e. the user decides which labels should be used in
the annotation process. The system should be allowed to either predict a label given the
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currently learned models, or to ask the user or an external resource to set the label. The
objective should be to balance the accuracy versus the manual annotation cost.
An interesting research direction would be to model the labels and classes, and to model
the user of the system. First, we should be able to learn a structure over the labels, while
the vocabulary is evolving, e.g. classes could be added by the user. Secondly, it would
be interesting if we could detect when new classes are necessary, e.g. by using anomaly
detection methods to decide that none of the current classes is sufficient to describe the
image; or to detect when a class should be divided into sub-classes, e.g. to recognize
a specific instance of the class instead of a general member of the class. Thirdly, since
users might make mistakes, the system should determine a confidence score for each label
set by the user to allow for erroneous labels. Finally, the system should also evaluate the
users input to ensure that he/she produces high quality labels, especially when the systems
pays an external user to label images. In this latter setting the external user might have
an interest in earning money from the system and therefore to mislead the system to
obtain more images to label. In that case the classification system becomes an adversarial
machine learning problem.
Structured-prediction using local-learning approaches In Chapter 4 we introduced
a series of parametric structured models and in Chapter 2, 3 and 5 we showed the success of local-learning approaches such as k-NN and TagProp. It would be interesting to
develop a combined method, which allow for local-learning of structured prediction.
Let us assume that we are interested in multi-label image classification to jointly predict
the value of a set of labels. We could apply local learning methods by assigning a weight
to each neighbor, based on a visual distance, and propagate the annotation of the neighbors
to a test image. As we have discussed in this dissertation, both the multi-class strategy as
well as the independent labeling strategy have unsatisfying properties for joint estimation
of a set of labels.
An interesting approach could be to use local learning method to propagate pairwise
marginals from the neighbors to the test image. Thus instead of using a weighted count
of the state of a single label, as is done in e.g. TagProp, we use a weighted count for each
of the possible configurations for a pair of labels. We could model the labels in a treestructure and obtain pairwise and single label marginals from the neighbors of the test
image. While the label marginals using such a model will be the same as those of an independent model, the model can make different predictions for the maximum a posteriori
state, where the best scoring binary label configuration is selected. Also, in this pairwise
marginal model we can trivially incorporate observed variables, e.g. the labels set by a
user, by updating the relevant probability tables. Therefore, this model can transfer the
observed labels to the predictions of the other labels in an interactive scenario.
Directions of future research include how to define a tree-structure, how to add priorknowledge to the model, and how to trade-off between locally and globally learned pairwise marginals. Besides, it would also be interesting to investigate how to adapt the tree-
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structure to the local neighborhood of the test image, and which other non tree-structured
models can be used, e.g. by imposing constraints on the pairwise marginals.
Class representations In many classification systems it is assumed that a class can be
represented by a single weight vector (e.g. for SVMs), or by a single class mean (e.g. for
NCM). However, given the high intra-class variability, combined with other complexities
of the visual world such as viewpoint variations and complex scene layouts, it is in fact
rather surprising that single class representations perform so well. Below we discuss
several ideas to use richer class representations for image classification.
In Chapter 5 we have explored the possibility of enriching class representations by using
multiple centroids per class, and we have shown a class representation which contains
multiple centroids outperforms the NCM classifier. However, we have used a fixed set
of class means, obtained by employing the k-means algorithm on Euclidean distances.
It could be advantageous to iterate the clustering and the metric learning to obtain more
precise and possible a variable number of class representatives.
Another improvement could be made by obtaining better class representatives for the
task at hand. For example, the k-means algorithm might be sub-optimal, since it can
regard outliers as noise, while the set of class centroids should represent all images from
the class. It would be interesting to investigate different clustering algorithms to obtain
a set of class centroids. In our work, each class is clustered independently from the
other classes, to obtain more discriminative class centroids we could however rely on a
clustering algorithm which takes all classes into account.
Using multiple weight vectors to represent a class is uncommon in the SVM framework
for image classification. However, it could be included, for example by using a latent
SVM model for classification, where the latent variable is used to assign a sample to a
“sub-class”. Each sub-class is then parametrized by its own weight vector and models
a subset of the images belonging to that class. While latent SVMs have shown good
performance in object detection, to the best of our knowledge, they have not been applied
for image classification.
In the context of multi-label classification problems, often binary SVM classification
models are used. These models represent each label by a single weight vector, and dependencies among image labels are not explicitly encoded. In order to include more label
dependencies, one could learn “joint-class” classifiers, similar to the idea of using “visualphrases” which is used for object-detection. For example, a joint classifier for “car-bike”
versus the rest could allow for greater benefit from the context wherein both objects occur
together, compared to combining the individual car and bike classifier. Research questions include studying which joint-classes to learn, how to merge the classifier scores for
label predictions, and how to exploit the structure between the labels.
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